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Abstract 

The growing complexity of computer systems management has been recognised as a key 

concern in today’s software industry. Autonomic computing is an emerging field which 

aims to resolve this problem by developing self-managing computer systems. 

 

Multi-agent software systems display a higher degree of autonomicity than traditional 

object oriented systems. While traditional software systems can be developed with specific 

autonomic characteristics, these characteristics are inherent in multi-agent systems.  

 

However, self-healing one of the core characteristics of autonomic computing is not 

inherent in agents. The aim of this project is to develop a self-healing protocol for multi-

agent systems.   
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1 Introduction 

This chapter aims to provide a brief introduction to the underlying research theories and 

practices involved in this project. First the different research areas involved in the project 

are introduced, with the main objective goals of each area being outlined. Next, the 

motivations behind this project are highlighted, and then the contributions made by this 

project are presented. The chapter is concluded with an overview of the remaining chapters 

in this paper. 

 

1.1 Overview of Area 

One of the growing concerns in today’s software industry is the rate at which the 

complexity of software systems is increasing. Software today has to be mobile, dynamic 

and capable of providing multiple services. The development of more innovative, complex 

software is limited only by our own inability to administer such complex systems.  

 

Failures in most software systems today have to be manually corrected by administrators. 

Due to the high level of specialised content in software systems, these administrators are 

often required to be experts in both the technologies involved in the system and business 

knowledge in order to do their jobs effectively. Ensuring their knowledge is up-to-date, and 

constantly monitoring the systems for failure can be quite an arduous, time consuming and 

costly task (in fact software maintenance accounts for 70% of the cost of IT in industry 

[1]). 
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Autonomic computing is an emerging field which attempts to address this problem by 

promoting the development of systems that essentially manage themselves. These systems 

will have the capacity to manage themselves in the face of changing requirements, 

changing resources, and in the event of failures. The benefit of such systems to companies 

is considerable; it greatly reduces the workload faced by system administrators, minimises 

the impact of changes and failures to the system users, and facilitate the development of 

increasingly dynamic, adaptable software which meets the demands of society.  

 

IBM introduced the concept of an autonomic system in March 2001 as “a system that 

primarily self manages given high level objectives from its human administrators” [2]. The 

inspiration for developing autonomic computer systems came from observations of 

biological nervous systems. There are numerous benefits to be gained by having systems 

that self-manage. In their initial proposal IBM set out four major characteristics that such a 

fully autonomic system would need to display: self-configuring, self-optimising, self-

healing and self-protecting. A number of minor characteristics were also defined. A 

definition of each of the major characteristics is provided below and a more in-depth view 

of the whole area is given in section 2. 

 

Self-Configuring refers to the ability of a system to manage itself in the event of changing 

requirements. The system should be able to automatically configure itself when 

components and devices are added or removed from the system, such that there is little or 

no effect on the end user.  
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Self-Healing, another core property of autonomic systems specifies that a system should be 

able to actively heal itself in the event of errors or failures in its internal components. 

Again, the emphasis is on minimising the impact of changes to the user so that a user can 

continue working efficiently without being aware of any of the errors that the system is 

dealing with. This project primarily focuses on this property of autonomic computing. 

 

Most systems today are web-enabled and therefore are accessible by a large user-base at all 

times. Although they are available at any time, the traffic on a site during the day usually 

varies, and different techniques are used to ensure efficient processing times. The capability 

of a system to optimise its behaviour based on the requirements at specific times and 

situations is called the self-optimising characteristic of autonomic systems.  

 

System administrators need to be guard against hacking attempts or other malicious attacks. 

A self-managing system will need to be constantly vigilant against malicious attacks, or 

faulty components behaving erroneously. The self-protecting characteristic states that a 

system should be able to detect and protect itself in these situations.  

 

The core concepts of autonomic systems are gaining recognition in the industry, and have 

already been adopted by many software engineers. Section 2 will explore in more detail the 

core concepts and some of the work being carried out by research groups in the community.  

 

Although it is possible to develop the concepts of autonomic systems using traditional 

object oriented development methods, a more promising approach is agent oriented 

programming. Agent oriented programming is a relatively new style of software 
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development, in which agents constitute the core programming construct instead of an 

object. Agents are developed at a higher level of abstraction than traditional objects; 

development occurs by specifying the main operational goals of the agent, as well as 

various behaviours. The agent is then given the responsibility of deciding which behaviours 

to use and in which sequence to execute them, in order to achieve its goals.  

 

An agent is defined by Wooldridge and Jennings to be a “computer system that is situated 

in some environment and that is capable of autonomous action in this environment in order 

to meet its design objectives” [3]. Using this definition we can conclude that agents are 

flexible in their operations, are both reactive and proactive, all of which are extremely 

desirable behaviours for autonomous entities.  

 

Agent oriented software engineering then seems to be a natural development environment 

in which to develop autonomic systems. Agents display more autonomicity than traditional 

objects in that they control their own thread of execution and therefore display a greater 

level of self configurability and self optimisation. Self-protecting and self-healing are not 

inherent in agents, but will have to be factored in by developers. This project aims to 

increase the autonomicity of agents by adding the self-healing characteristic to their 

autonomic behaviours. 
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1.2 Motivation for Chosen Topic  

Software plays an increasingly greater role in all aspects of society and as such there is an 

increasing demand for stable, robust software. Most commercial businesses today rely on 

software at some stage of their processing cycle, such as providing users with an 

application which users can manage their own accounts.  

 

As more aspects of business become reliant on software systems, the business cost 

associated with software failures increases. The cost involved in dealing with software 

failures is a combination of the cost of employing system administrators to restore the 

system and the loss of earnings due to downtime. Businesses are currently absorbing this 

cost but if this rate increases as the complexity of software increases it will soon become 

infeasible for businesses to support their software systems.  

 

As well as the additional cost to businesses of maintaining software, there are many areas 

of software use where it is vital that software does not fail, such as medical software used in 

surgery and software used on space shuttle missions. The results of software failures in 

these situations could be catastrophic. 

 

As a result of the cost of software maintenance and the need for software reliability there is 

increased pressure on software companies to produce stable and robust software. Fault 

tolerant and self-healing systems can no longer be considered optional enhancement 

features of software systems but are now prerequisites. As introduced in the previous 

section, autonomic computing is a field that addresses this shortcoming.  
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One of the core characteristics advocated by autonomic computing is self-healing, the 

ability of a system to detect and recover from faults in its internal components. Many 

systems are being developed incorporating various fault tolerant and recovery techniques in 

an effort to ensure the reliability of software, or at the very least the graceful degradation of 

systems.  

 

As mentioned in the previous section one particularly popular approach is to use intelligent 

agents (multi-agent systems) to monitor the state of traditional object oriented software 

components. Although multi-agent systems offer a promising way to achieve autonomy, 

and more specifically fault tolerance and recovery, it is important to realise that multi-agent 

systems themselves are software components and are therefore susceptible to traditional 

software failings.  

 

This dissertation explores the introduction of self-healing components in multi-agent 

systems. In particular it focuses on the development of a self-healing service that is capable 

of healing the multi-agent system and itself in both a reactive and proactive manner. 
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1.3 Contributions Made  

While considering the self-healing strategies used by systems today, a popular approach 

which can be identified is the use of agents to provide the healing function. One aspect that 

seems to be overlooked is the healing of these agents themselves. Agents themselves are 

software entities susceptible to the same weaknesses as other software components.  

 

The main aim of this project is to provide a health monitoring service for multi-agent 

systems, and specifically for multi-agent systems deployed on the Agent Factory (AF) 

platform. Agent Factory is a lightweight platform which provides agents with the runtime 

environment, and many useful core services.  

 

The Health Monitoring Service introduced to Agent Factory provides health monitoring in 

a generic fashion, allowing it to be easily adopted by all applications deployed on the Agent 

Factory platform. This achievement of generic scalability was one of the key aims of this 

project (the absence of which is a major drawback in many of the comparative software 

systems available today).  

 

Although implementing a health monitoring service within the agent platform would 

certainly make the system more robust, in effect it can also be viewed as simply moving the 

fault line up a level. Errors can be avoided at an application (or platform) level but they 

could still occur in the global system. The successful communication of between agents is 

highly critical given the decentralised nature of many multi-agent systems. The AF Health 

Monitoring Service uses a gossiping peer-to-peer network which is composed of all the 
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health monitors in the system and which enables each health monitoring service in the 

system to be monitored and restored if necessary.  

 

The advantages to providing these services as part of the framework are numerous. If these 

services existed at the framework level each agent deployed within that framework would 

automatically inherit these abilities. These services could also be used to internally monitor 

the framework itself, proactively looking for errors. While it would not be feasible that the 

entire framework would be able to recover from fatal faults, a certain increased level of 

fault tolerance would certainly be achieved. 

 

The main goals of this project can be summarised as: - 

�  A core healing service  

�  Generic, adaptable monitoring service 

�  Log Monitoring in a proactive manner by anticipating failures 

�  Use of gossiping agents to provide global level stability 
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1.4 Thesis Outline  

This section provides an overview to the remainder of this thesis. A brief summary of each 

chapter is given below, outlining the concepts in the chapter, the issues faced, and the 

approaches taken to resolve them. 

 

Section 2 provides a more in-depth overview of the two areas involved in this project, 

autonomic computing and agent oriented computing. To start with, an historical overview is 

provided of each area and then the current work occurring in these two fields is discussed. 

The core principles advocated by the two research areas are highlighted, focusing in 

particular on the principles utilised in this project. 

 

Section 3 concentrates on the self-healing characteristic of autonomic computing especially 

in relation to intelligent agents. It commences with a description of self-healing, and the 

problems it attempts to resolve. A detailed view of the various approaches taken by systems 

to achieve self-healing is provided, followed by a critical analysis of these systems. The 

critical analysis also provides us with a baseline from which to evaluate the final system. 

 

Section 4 forms the analysis and specification stage of this project. A summary of the 

problem domain is reiterated, following which the various methodologies available for use 

and the reasoning behind the final approach taken are discussed. 
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Section 5 discusses the design and implementation of the Agent Factory Health Monitoring 

Service. The section starts by highlighting the breakdown of the various parts of the project. 

Each part is then considered individually with respect to the key design decisions and the 

final implementation.  

 

Section 6 presents the development of a test multi-agent to evaluate the implemented health 

monitoring service. The issues identified in Section 3 are used as the basis for the 

evaluation.  

 

Section 7 contains the concluding remarks for this project, summarising the main 

achievements of the project and discusses possible future enhancements to the health 

monitoring service for Agent Factory. 
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2 Background Research 

2.1 Introduction  

This chapter provides an overview of the two research fields involved in this project, 

namely autonomic computing and agent oriented software engineering. Section 2.2 looks at 

autonomic computing but due to the large surface area of autonomic computing an in-depth 

study of this is not feasible therefore a quick overview of the different aspects of the area 

are provided. To begin with the goals and properties of autonomic computing are outlined, 

followed by a detailed study of the anatomy of an autonomic entity and finishing with 

citations of current work in the area. 

 

Section 2.3 concentrates on the agent oriented aspect of this project, following a similar 

layout as that of the previous section. First the term Agent is defined and its properties 

clarified. The use of multiple agents to achieve a global design goal collectively is explored 

and the different technologies available to achieve this are highlighted.  The next section 

looks at Agent Factory the platform used for this project finishing with some examples of 

autonomic systems developed using agent technologies.  
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2.2 Autonomic Computing 

2.2.1 Introduction to Autonomic Computing  

Autonomic systems aim to improve the ability of computing and communications systems 

to respond to changes in their environment and configuration [1]. The autonomic 

computing initiative was introduced in March 2001 by Paul Horn, the Senior Vice 

President of IBM Research. The inspiration for autonomic computing came from biological 

autonomic systems [2].  

 

2.2.2 Properties of Autonomic Systems 

In their initial proposal in 2001 IBM identified several characteristics of an autonomic 

computing system. These are: -  

 

�  Self-configuring: system can manage itself in the face of changing environment, 

resources, and requirements 

�  Self-healing: system can cope with failures and errors in its internal components 

�  Self-optimising: system actively optimises its performance 

�  Self-protecting: system can protect itself from malicious attacks 

�  Self-describing: system is able to describe its purpose and architecture  

�  Self-updating: system can update itself, no manual updates are required and no 

downtime is incurred during the process 

�  Self-managing: system should essentially be able to manage itself with little or no 

human intervention 
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The first four are highlighted as being the major self characteristics. Any system that 

exhibits all these properties would effectively have achieved the autonomic computing aim 

of a “computer system that is able to manage itself given only high level objectives from its 

administrators” [2].  

 

In addition to specifying the characteristics of autonomic systems, IBM also identified 5 

levels of autonomy, to allow for a means for benchmarking and evaluation [4]. 

 

�  Basic – At this level all administrative tasks, maintaining the system are carried out 

by IT personnel. 

�  Managed – systems are managed centrally at one or several locations, reducing the 

load on the system administrator.  

�  Predictive – some analysis techniques are introduced, allowing the system to 

analyse its internal workings and present the results to the administrator who makes 

the decision. 

�  Adaptive – at this level the system is capable of making some plans of action, based 

on its analysis techniques.  

�  Autonomic – this is the final stage, and systems at this level are fully self-managing, 

they are able to govern themselves given high level objectives and policies from 

administrators. 
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Currently there are no fully autonomic systems, and very few truly adaptable systems [4]. 

Most systems would fall into the Managed level with a few having advanced to the 

Predictive level. 

 

This section attempted to provide the user with grounding in the area of autonomic 

computing. For further details the user can reference [4], [5] and [6]. The next section 

proceeds to describe the various elements of an autonomous entity, and sets out the 

anticipated actions of such an entity. 
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2.2.2 Anatomy of an Autonomic Entity  

IBM themselves envisage an autonomic system as being composed of autonomic managers 

[7]. An autonomic manager is an implementation of the control loop; it actively monitors a 

system resources and components so each system component would have one or multiple 

autonomic managers assigned to it.  

 

 

[7] Autonomic Manager 

 

As shown in the diagram an autonomic manager is expected to architecturally sit on top of 

the managed component or resource. The autonomic manager is responsible for adapting 

the behaviour of the managed component so that it exhibits the self* characteristics defined 

above. In order to achieve this, the manager needs to receive input from the managed 

component and affect the component’s behaviour when required. Input is received by the 

manager by the use of sensors; effectors provide a method for the manager to influence the 

behaviour of the component. 

 

The autonomic manager achieves its goal by carrying out a four stage process.  
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Monitor  – during this stage the monitor collects data from its environment by the use of 

sensors, user and administrator input and stores the relevant data in its knowledge base. 

 

Analysis is then carried out on the data collected in the previous stage. The monitor may 

achieve this by comparing the data received to some set thresholds or data rules ensuring 

that all the data is valid. Any data requiring particular attention is highlighted. 

 

Plan – Data highlighted in the previous stage is further processed with the reasons for it 

being highlighted identified, possibly by comparing to a list of strategies or algorithms 

provided. This stage might be implemented using reasoning mechanisms or decision 

making algorithms. The optimal plans are selected from the list and passed on to the next 

stage. 

 

Execute – this stage is responsible for passing the information back to the monitored 

component or resource and executing the plan steps identified previously. Notifications to 

the user or system administrator are also sent. 

 

The knowledge base is a central support unit for all four stages. It is used by the monitoring 

stage to store information on the state and environment that is received from its sensors. 

The Analysis and Planning stages will need the knowledge base to contain any preset 

threshold limits, preferable strategies to be used, algorithms and decision making rules as 

well as the inputted data.  
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One of the key advantages to the autonomic manager approach is that it has a specific 

monitoring component rather than integrating the monitoring with the business logic. 

Another advantage of this approach is it allows autonomicity to be added to existing 

components. While any new software being developed can be developed with the 

autonomic characteristics in mind, it is infeasible to expect all software to be re-written 

using this methodology. A more practical approach would be the use of the autonomic 

manager, where an external monitoring component can be appended to existing 

components.  
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2.2.3 Examples of autonomic computing  

In this section we look at some of the leading groups IBM, Microsoft, UCD and University 

of Liverpool in this research area and the projects they are currently involved with. 

 

First, projects that aid in the addition of autonomic behaviours to system components are 

described. However, in order achieve autonomicity of a global system it is not enough to 

have self-managing components. The entire system needs to be autonomic, this means that 

the underlying network and communications layer also needs to be autonomic.  

 

Peer to peer networking has long been acknowledged as being more suited to distributed 

systems. Much of the research in autonomic computing uses peer to peer networks instead 

of traditional server client networks. Peer to peer networks have been found to be more 

scalable, adaptable and flexible; all qualities that enhance the autonomy of a system. 

Traditional server client networks suffer from the major drawback of containing a single 

point of failure, any autonomic self managing system cannot afford to have any single 

points of failure. The latter part of this section looks at two specific implementations of 

peer to peer network architectures Pastry and Gossiping. 
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2.2.3.1 IBM - ACT Autonomic Computing Toolkit 

As mentioned earlier IBM propose using autonomic managers to achieve autonomicity in a 

system. To this end they have developed the IBM Autonomic Computing Toolkit [8] to 

facilitate the enhancement of existing systems by adding the four major (Self – configuring, 

optimising, healing and protecting) autonomic computing characteristics. The main engine 

in the toolkit AME (Autonomic Management Engine) which adds the autonomic manager 

features to the specified managed resource. A managed resource can be a server, a specific 

node in the network, a database or components. ACT allows administrators to specify 

policies which govern the analysis and planning stages of the autonomic manager.  

 

As logging remains one of the primary tools available to administrators for fault detection 

IBM ACT introduces the CBE (Common Based Event) which is a standardised format for 

logging errors to facilitate the automatic analysis of these logs. The Generic Log Adaptor is 

another tool that is included in the toolkit and its purpose is to translate existing logs of 

different formats, to the CBE format. The Log and Trace Analyser allows administrators to 

track the error messages and logs. More detailed explanations can be are provided in [7] 

and [8].  
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2.2.3.2 IBM - ABLE 

ABLE [9] (Agent Building and Learning Environment) is another toolkit to facilitate the 

development of intelligent agents using a component based approach. The basic 

components in the toolkit are AbleBeans and AbleAgents, AbleAgents though are 

themselves AbleBeans. The toolkit provides many functions via the AbleBean component 

which can be split into 3 categories, Data, Rules and Learning. Data AbleBeans provide 

data manipulation routines. The Rules AbleBeans contain the rules, and actions of these 

rules (these follow a simple if-then format). The Leaning AbleBeans provide the learning 

techniques e.g. back-propagation neural network.  

 

The AbleBeans provide the core functionality available to construct an AbleAgent. 

Developers can add their own AbleBeans. AbleAgents are intelligent agents capable of 

reasoning on set data based on rules. In an example provided by IBM they used ABLE 

(introduced in IBM ACT) agents to carry out the reasoning tasks while using the 

Autonomic Management Engine to monitor the managed resource. 

 
ABLE [9] 
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2.2.3.3 Pastry 

A research team in Microsoft has proposed Pastry [10] architecture for peer to peer nodes. 

Pastry is a network of nodes that are self-organising. Each node is assigned an ID when 

they join the network; this ID determines their ‘place’ in the network. All nodes store 

details of other nodes in the network that they are aware of. This internal table of nodes is 

built up slowly as interaction between nodes increases. The main focus of Pastry is to 

provide efficient message routing. A node wishing to send a message to another node does 

not send the message directly as it may not know where the actual node is, but instead the 

message is sent to a node whose ID is closer to the recipient node ID than that of the 

sender. Each node acts in a similar fashion, each iteration meaning the message is one step 

closer to its destination. If a node fails one of its neighbours will receive the message and 

can deal with it or disregard it. 

 

Although the main focus of pastry is efficient message routing, it can also be used as a 

model for object storage. Each node can store replicas on its neighbouring node(s). Any 

messages intended for the failed node will then be received by the neighbouring nodes 

which will also contain information held by the failed node. The replicas can be used to 

recreate the failed node.  
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2.2.3.4 Gossiping  

Gossiping [11] is an established technique used previously for distributed systems; its main 

purpose is to provide a robust peer to peer data sharing architecture. In this approach there 

is no central registration service, in order to connect to a gossiping network a node must be 

aware of at least one other node existing in the network. Each node randomly selects 

another node in the network to synchronise with. The initiating node contacts the selected 

recipient node and sends a replica of it to the recipient. The recipient then merges its view 

of the world with that sent, and sends the combined view back to the originating node. In 

this way information is communicated across the network.  

 

A node failure in this approach is not fatal as at least one other node is likely to contain a 

recent replica of the failed node. The failed node can be recovered either by a collaboration 

of all the nodes, or by using a replica on a specific node. 
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2.3 Multi-Agent Systems 

2.3.1 Introduction  

Agent Oriented computing was proposed as a solution to the widely acknowledged problem 

of the increasing complexity of software. The demands on software are increasing leading 

to more complex software with even more complex interactions; it has become difficult to 

develop efficient software that meets the user’s requirements particularly as these 

requirements are not static. The tools currently available to the architect and developer are 

insufficient in capturing the operations of such complex systems.  

 

The Agent Oriented Software approach promotes the development of software as a 

collection of intelligent agents called multi-agent systems. Each agent operates with its own 

thread and is able to control its internal behaviour, its interactions and also react flexibly to 

varying conditions in its environment. The agent oriented approach offers a more abstract 

environment for developing software; a developer can deal with the high level behaviour of 

an agent, and not worry about the intricacies of the exact low level implementation.  

 

A lot of the initial research effort has been to define the terminology in order to provide a 

common language for communicating ideas, specifically in defining an ‘agent’ and its 

characteristics. A definition by Wooldridge [3] states that ‘an agent is an encapsulated 

computer system that is situated in some environment, and that is capable of flexible, 

autonomous action in that environment in order to meet its design objectives’.  
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Diagram below shows the generic architecture of an agent from this definition [12]. From 

this diagram we can draw certain similarities between this architecture and the elements of 

an autonomic entity. Both contain sensors and effectors to act upon the environment, and an 

internal reasoning mechanism to decide on the actions to be taken. In the autonomic 

manager the analysis and planning stages correlate to the internal control algorithm in the 

architecture displayed below. We can theorise therefore that agents are in essence basic 

implementations of the autonomic manager.  
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2.3.2 Agent Characteristics 

With the introduction of a new field of study one of the first items that need to be addressed 

are the definitions, characteristics and goals of the area in order to provide a reference 

framework for work done. One definition of agents which is useful in deriving its 

characteristics is one given by N.Steel in [13] who states that agents are entities which 

‘appear to be the subject of beliefs, desires and intentions’. By this definition then agents 

are intentional systems [13] whose state is defined by its beliefs and is able to formulate 

some immediate plans known as its intentions to achieve its desires.  

 

An agent adhering to this definition is knows as a deliberative agent, and are said to follow 

a Belief Desire Intention (BDI) architecture. Agents are assigned subjective emotions like 

beliefs, desires and intentions. In this architecture hold the current view of the environment 

is held in the form of beliefs, its plan of action (intentions), and its main objectives are its 

desires.  

 

  

In 1995 Wooldrige and Jennings [14] put forward a hierarchical structure for classifying 

agents. They proposed 2 levels of agency the weak and the strong. All agents are expected 

to meet the weak notion of agency which has characteristics of autonomy, social ability, 

reactivity and pro-activity. 
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Autonomy – agents must be autonomous to some degree. They should be able to exhibit 

some control over their own actions without any administrative interaction. Agents 

therefore must contain some decision making or reasoning strategies. The intended action 

can then be communicated to its effectors, who implement this action. 

 

Social ability – agents must be able to communicate with each other using some structured 

language. There are no single-agent systems, the main advantage of agents is the 

decentralised approach therefore agents on one platform need to be able to communicate 

effectively with each other.  

 

Reactivity – agents must be able to react to changes in their environment or state. Agents 

receive input on its environment using their sensors, they need to be able to analyse this 

information efficiently and determine a course of action.  

 

Pro-activity – in addition to reacting to changes in their environment, agents need to ensure 

that they are actively advancing towards their ultimate goal. Agents should be able to work 

on their own initiative to some degree. 

 

Wooldridge & Jennings[14] also identified a few characteristics which would be 

advantageous for agents to have, benevolence, rationality, mobility collectively known as 

the strong notion of agency. Benevolence is the assumption that states that agents will not 

have conflicting goals and will always carry out the tasks required of it. Rationality 

assumes that agents will act in accordance with their objectives and not in contradiction of 
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them. Mobility is the ability of an agent to move around its digital network, to physically 

move itself from one node to another in a network. 

 

The widely accepted protocol is that all agents must contain the weak characteristics but the 

stronger notions of agency may be implemented as required. The mobility characteristic 

can be seen to be especially advantageous, and many strategies have been proposed and 

implemented for agents containing this feature. The popularity of this has led to the coining 

of the phrase mobile agent to denote an agent that has all the required weak characteristics 

and also mobility. 
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2.3.3 Building Multi-Agent Systems  

This section explores the tools and techniques available to aid in the development of multi-

agent systems. The first subsection looks at some of the standards that are applied in agent 

oriented computing and then we look at some of the development kits available. The final 

subsection explores some of the analysis and design tools available for development teams 

to utilise.  

 

2.3.3.1 AOSE Standards 

The primary standards organisation in AOSE is FIPA (Foundation for Intelligent Physical 

Agents) an organisation that has contributed significantly to the standardisation of agent 

technologies [15]. The Foundation was set up in 1996 to produce some standard 

specifications that “represent a collection of standards which are intended to promote the 

interoperation of heterogeneous agents and the services that they can represent” [15]. The 

complete details in the specification are too large to cover in this section so a summary of 

the main points is provided below.  

 

The core specification standardised by FIPA is the concept of an agent platform, a 

deployment container for the execution of intelligent agents. FIPA expands on this by 

specifying some core services that a FIPA-compliant Agent Platform should provide. These 

are an Agent Communication Channel, Agent Management Service, and the Directory 

Facilitator. 
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The AMS (Agent Management Service) controls the life cycle of an agent, this includes 

functions such as creating and terminating an agent. White page services are also provided 

by the AMS. The main role of the DF (Directory Facilitator) is to provide yellow page 

services. Agents can register with both these services, although registration with the AMS 

is mandatory. On registering with the DF an agent specifies the services it provides, the DF 

can broker services if requested to do so. 

 

Each agent is allocated an Agent Communication Channel by the platform through which it 

sends and receives messages. The Message Transport Service is responsible for distributing 

messages both within and between agent platforms.  

 

As agents are most commonly distributed across several platforms communication is a 

critical concern in multi-agent systems. Ensuring that all agents adhere to the same 

communication protocol and syntax increases interoperability between different platforms. 

To this end FIPA specifies that messages should be in the format specified by the FIPA 

Agent Communication Language. FIPA also set out standards for an Agent Communication 

Language. The ACL sets out the performatives (speech acts) that can be used by agents. 

The discussion of speech acts and theories is outside the scope of this project but more 

detailed information is provided in [13]. 

 

 



Health Monitoring for MAS Amarah Khalid       
 
 

 
38 
 

2.3.3.2 Development Toolkits 

This section looks at some of the more widely used agent development environments, the 

level of standardisation they adhere to, the development approaches they encourage, and 

the tools provided to the developer.  

 

JADE [16] and FIPA-OS [17] are both popular open source development frameworks. 

They are both fully FIPA compliant providing an AMS for agent life cycle management, a 

DF and an ACC. The programming language used by both for developing agents is Java. 

Both development toolkits provide a full IDE for the development, debugging and 

monitoring of agents. The main difference between the two is FIPA-OS provides a Task 

Manager and a Conversation Manager to manage the various tasks and track any 

communications that the agent is participating in. JADE however, is gaining popularity in 

the industry and is used more frequently.  

 

The main focus in both JADE and FIPA-OS is on the agent platform and the 

communications between agents, and not the internal implementations of the agent. 

Consequently agents developed in these toolkits subscribe to a reactive architecture instead 

of the BDI architecture described in previous section; their actions are triggered via events 

and rules and not by an internal reasoning mechanism. However deliberative behaviours 

can be added by using external libraries e.g. JADEX and JASON for JADE. 

 

 

 



Health Monitoring for MAS Amarah Khalid       
 
 

 
39 
 

JASON [18], another open source agent development platform (mentioned above as an 

external library for JADE), is an interpreter for AgentSpeak [19], one of the first agent 

programming languages proposed. The AgentSpeak programming language facilitates the 

development of deliberative agents. JASON also provides attractive development tools for 

debugging and monitoring. One particularly useful tool provided is the Mind Inspector 

which gives a graphical overview of an agent’s beliefs, desires and intentions at any 

particular time.  

  

All of the development platforms introduced in this section are open source; one popular 

commercial agent development platform is JACK [20]. JACK agents follow the BDI 

architecture and are developed using JACK Agent Language (JAL) which is an extension 

of the Java language. As JACK is a commercially used system the suite of tools to aid 

development are extensive, and support is readily available. However, one major drawback 

of both JACK and JASON are that they are not FIPA compliant and therefore do not easily 

facilitate the FIPA objective of interoperability between agent platforms. 
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2.3.3.3 Analysis and Design 

The use of software analysis and design tools and have proven beneficial to systems, 

allowing developers to concentrate on the actual development aspect. Unfortunately, 

traditional object oriented techniques are not suitable for use in agent oriented systems, due 

to the core differences in object and agent architectures. Although agents can be defined 

using objects agents are defined at a higher level of abstraction than objects, thus specific 

agent oriented analysis and design tools are required. In this section we look at some of the 

analysis and design tools available to the agent oriented development community. 

 

AUML 

UML is a standard design tool used widely in the software community. AUML extends 

UML by taking into account specific agent behaviours like autonomy [21]. The emphasis is 

on extending the various design diagrams provided by UML such as the sequence, protocol 

and interaction diagrams by defining agent specific semantics for these diagrams.  Some of 

the key differences in AUML for example in the sequence diagram is the actors are the roles in the 

agent system and not the objects. The protocol diagrams include additional notations to specify the 

roles involved in the protocol, any constraints and the valid communicative acts (performatives) for 

that protocol.  
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GAIA 

GAIA is an agent oriented analysis and design methodology proposed by Wooldridge & 

Jennings in 2000 [22]. Input into GAIA is the requirements statement and its output is a 

sufficiently detailed design that can be passed on to the developer for immediate 

implementation. This process is described by [22] as “Analysis and design can be thought 

of as a process of developing increasingly detailed models of the system to be constructed”. 

Below is a quick overview of the models produced by GAIA. 

 

As can be seen from the diagram the process is composed of 2 stages, the analysis stage and 

the design stage. The analysis stage identifies the key roles in the system and their main 

interactions, creating the roles model and the interactions model. 

 

The design stage outputs three models, the Agent Model, the Services Model and the 

Acquaintance Model. The Agent Model is created from analysing the roles model provides 

and mapping an agent to one or more roles. The Services Model contains all the functions 

provided by the various roles. The Acquaintance Model depicts the interactions between 

the agents.  
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2.3.4 Agent Factory  

Agent Factory is a FIPA compliant framework that we will study in more detail in this 

section and is the framework used for the implemented Health Monitoring Service. Agent 

Factory is a development and deployment environment for multi-agent systems and is 

developed in Java [23], [24]. The framework can be split into 3 sections, the Deployment 

Process, the Development Kits and the Runtime Environment as shown in the diagram 

below. 

 

Agent Factory Framework [23] 

 

The deployment Process is responsible for initialising the agent container, and deploying 

agents in a multi-agent system within that container. The deployment process uses a 

bootstrapping process to initialise the main container. For the purposes of this paper we will 

concentrate primarily on the Development Kits and the FIPA-compliant Agent Platform 

that forms part of the runtime environment. 
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2.3.4.1 Agent Platform 

The FIPA compliant platform can be further divided into its various subcomponents, the 

Interpreter Manager, the Platform Services Manager, Security Module, Platform 

Configuration and various other runtime and debugging tools. 

 

Platform Services Manager component contains most of the FIPA-compliancy 

components like the Message Transport Service, Agent Management Service and the 

Directory Facilitator. Although FIPA standardised the services that should be available in 

an agent platform, no specific specifications were set on how this was to be achieved. The 

Agent Factory framework implements the AMS and the MTS as platform services. 

 

A facility is also provided for individual developers to create their own platform services, 

these services would also be managed by the Platform Services Manager. 

 

Platform Configuration occurs by the use of two configuration files, the Platform 

Configuration File (*.cfg file) and the Agent Platform Script (*.aps). The Platform 

Configuration File specifies the configuration details for the platform while the Agent 

Platform Script creates and initialises the agents that are to be deployed within that 

platform. The configuration file defines a domain and platform name for identification 

purposes.  

 

The services to be created on the platform are specified in the configuration file by using 

the ‘SERVICE serviceAlias serviceFullyQualifiedName’ syntax. The Agent Management 
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Service and the Message Transport Service can probably be considered prerequisites as 

they must always be present in the configuration file. In addition to listing the services 

required a security policy for each service can also be outlined. By default though, all 

agents can access all services.  

 

As well as specifying the platform services, the configuration file is used to configure any 

tools required by the platform e.g. debugger. As the Agent Factory framework can be used 

to develop agents in different programming languages (additional languages can be added 

as plug-ins), the configuration file also needs to specify the interpreter to use for the defined 

agents.  

 

This outlines the basic configuration required in the .cfg file for the platform container to be 

initialised. The Agent Platform Script is used to specify the agents that are to be created and 

deployed within the platform. This is just the initial community of agents that is created; 

agents can be created and terminated dynamically. Developers can define two types of 

agents in the script system agents and application agents. System agents refer to agents that 

form part of the platform infrastructure like the AMS, and application agents are ones that 

contain the business logic of the system.  

 

The interpreter differentiates between these two types by creating and initialising the 

system agents first, allowing them to do any configuration they need to before the 

application agents are created. Also, system agents are initialised by default, while the 
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initialisation of application agents is left for either the developer to specify or the user to 

carry out using the user interface.  

 

Agents are created in the script using the ‘CREATE_AGENT agentName 

agentFullyQualitiedPath’ command and initialisationof an agent can be specified using 

‘START_AGENT agentName’ command.  

 

The Interpreter Manager is responsible for creating and running the interpreter as 

specified in the configuration file. The Security Module manages the security policies 

outlined in the configuration, controlling the services that each agent has access to.  
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2.3.4.2 AFAPL 

As shown in the framework overview diagram Agent Factory provides support for several 

development kits. Of these the main programming language is AFAPL [25] (Agent Factory 

Agent Programming Language) which is used to define agent behaviours. AFAPL follows 

an architecture similar to the BDI architecture, in that agents store their own mental states 

in the form of beliefs, and their actions are dictated by reasoning mechanisms. The main 

difference is that AFAPL agents use a commitment based approach in determining their 

next actions, and not desires and intentions although certain similarities can be drawn. 

 

AFAPL provides several constructs to define agent behaviour, of these the two core 

statements are the Belief and Commit constructs. As the name Belief implies, it is used to 

hold some statement that the agent believes is true e.g. BELIEF (alive) shows that the agent 

believes it is alive. Beliefs are the primary building blocks for agents, their understanding 

of their environment is represented by the collection of beliefs and the entire reasoning 

process is dependent on the beliefs an agent holds at a particular moment in time.  

 

The next important construct is the COMMIT construct and this represents the agent’s 

intention to do something i.e. it commits to carrying out an action. The commit statement 

has four parameters, the agent for whom the commitment is intended, the time at which the 

commitment becomes valid, a conditional statement which must evaluate to true for the 

commitment to be carried out, and finally the action to carry out.  
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The following commitment states that the current agent, at time now will ‘sayHello’ as the 

‘BELIEF(true)’ will always evaluate to true.   

   COMMIT ( ?self, ?now, BELIEF(true), sayHello) 

 

The two constructs can be combined together into complex beliefs and commitments. 

Commitments can be adopted in specified conditions in a similar fashion to the IF THEN 

statements of many programming languages.  

 

As mentioned, the final parameter in the commit statement is the action to be carried out. 

These actions can be defined in the agent using the ACTUATOR statement. The action 

itself is defined as a Java class which is then linked into the agent using the ACTUATOR 

command. Actuators are the process by which agents affect or act on their environment. 

The Actuator command signifies a simplex action whereas a PLAN might be used for more 

complex action sequences. 

 

Agents also need to be able to detect changes in their environment and in order to do this it 

needs to perceive its environment. The PERCEPTOR statement provides this facility, and 

again the perception is also specified in a java class and linked to the agent using the 

PERCEPTOR command.  

 

AFAPL provides two other constructs, one is the MODULE and the second is the 

ONTOLOGY. As agents only maintain their state using Belief commands, there may be 

times that data needs to be stored so it is persisted across multiple agent iterations.  
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In this context a MODULE might be used, this is again a java class that is linked to the 

agent using the command. The state variables, methods of a module can be accessed by the 

agent via its actuators and perceptors.  

 

The ONTOLOGY command in AFAPL is used to link an ontology to an agent. Ontologies 

can be defined using the .ont extension and their purpose is to define some of the specific 

application terminology for example an agent may have the BELIEF(alive), the meaning of 

the term alive could be captured using an ontology e.g.  

TERM alive 

 DESCRIPTION Represents the fact that the agent is alive 

 END_TERM 

This can be used in multi-agent systems to provide the self-describing autonomic feature; 

the agent would be able to explain its actions and beliefs to other agents.  

 

All the above constructs are contained together in the .afapl file that defines an Agent 

Factory agent. The AFAPL interpreter then evaluates each line in the file sequentially; one 

run through the agent definition file is called an iteration. These iterations are carried out 

continuously for each agent in the system by the agent interpreter. 
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2.3.5 Examples of Autonomic Multi-Agent Systems 

2.3.5.1 UCD - HOTAIR 

HOTAIR (Highly Organised Team of Agents for Information Retrieval) [26], [27] is an 

autonomous multi-agent search engine. The system comprises of two main functions, the 

information indexing and the retrieval. The information indexing function is split between 3 

different agents the Data Gatherers, the Translators and the Indexers. Data Gatherers trawl 

the web to find documents, and pass the documents found onto the Translators who 

translate the document into the HOTAIR Document Format (HDF). The final step is carried 

out by the Indexer agents, who index and store the document.  

 

 

 

One key autonomous feature in the system is the self-configuration; agents are not aware of 

each other initially but discover other agents when needed. This is achieved by a couple of 

methods the first is by the use of brokering services. There are broker agents that keep track 

of the various gatherers, translators and indexers. Each agent would then request services of 
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the broker e.g. a Data Gatherer agent would request the services of a Translator agent. The 

broker agent is also periodically informed of the workload of each core agent, allowing it to 

make informed decisions when assigning agents to work together. The second method of 

network discovery is achieved by broadcasting; agents broadcast its requirements to other 

agents in the system. 

 

2.3.5.2 University of Liverpool - SERSE  

SERSE (Semantic Routing System) [28] is an autonomic multi-agent system built using 

JADE that aims to provide the semantic retrieval of information from the web. The problem 

area it addresses is the wide variety of content on the web, and the inefficiency of current 

systems to search the large amount of data available effectively. In order to search and 

index documents SERSE requires that the documents are annotated using ontologies. 

Agents are connected to each other using the concept of neighbourhood, agents handling 

similar ontologies are grouped together functionally. The agent community comprises of 

six agent types. The diagram below gives an architectural view of the SERSE agents and 

their interactions [28]. 

 

The Router Agent carries out the bulk of the work providing the indexing and routing 

capabilities of the system. This agent also exhibits self-managing capabilities by responding 

to changes in its local neighbourhood. Heartbeats are used as a means of monitoring the 

network; they also regularly save their state enabling self-healing capabilities to be 

implemented.  
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Users interact with the Interface Agents by submitting queries. The Interface Agents 

subsequently forward these queries to the Query Management Agent, who decomposes the 

query if required, and evaluates the concepts being queried. These are then forwarded to the 

Router Agents. 

 

 
SERSE Architecture [28] 

 

The primary function of the other agents is to support the router agents in various ways. 

The Router Management Agents manages the router agents, distributing them across 

multiple platforms, creating additional router agents. The Notification Agent notifies the 

router agent of any changes in the ontologies, and the Portal Agent is the primary router. 

All queries are routed through it, and it decides which router agent should be forwarded the 

current query.  
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2.4 Summary 

In this section we introduced the research areas of autonomic computing and agent oriented 

computing giving overviews of the properties and characteristics of each area. In 

Autonomic Computing we saw that the emphasis is on developing toolkits that introduce 

autonomous behaviours to existing software components; and on the development of stable, 

robust, scalable networks primarily by using different algorithms in peer to peer 

architectures.  

 

In Agent Oriented Computing various groups are addressing the various stages of software 

development, the analysis, design and implementation stages. All these together will ease 

the development of multi-agent systems. 

 

Finally, we introduced two systems that exhibit autonomic characteristics using intelligent 

agents. This appears to be the growing trend [29] more and more systems are proposing 

using multi-agent systems to introduce autonomic properties in their systems.  

 

In the next section we will look at some more autonomic multi-agent systems concentrating 

on the self-healing aspect of autonomic characteristics.  
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3 Health Monitoring  

3.1 Introduction  

Although autonomic computing advocates self-healing as one of its characteristics, the 

concept of fault tolerance is one that was initially proposed for parallel and distributed 

computing. The emphasis at the time was on the graceful degradation of a system with 

failed components to ensure the remaining nodes on the network were unaffected to a large 

extent.  

 

In Autonomic Computing the emphasis has shifted to a self-healing system so not only 

should a system be capable of fault tolerance but it should also be able to recover from 

those faults. 

 

This section looks at the main health monitoring techniques used by existing software, how 

these techniques achieve the autonomic characteristic of self-healing, their benefits and 

their drawbacks. The various strategies applied for self-healing are first examined, followed 

by a more detailed study of actual self-healing systems. Finally a critical analysis of the 

systems studies is carried out, highlighting some of issues this project will address.  
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3.2 Self-healing Strategies 

From an architectural viewpoint errors and failures that occur in a system can be detected at 

two levels either internally within the failing component itself or externally by peer 

components or components specifically designed for this purpose [30]. The former 

approach is very basic and only works in limited conditions; if a component experiences a 

critical failure it may be unable to communicate this message to the system. The latter 

approach often an implementation of the control loop discussed earlier is the more popular 

architecture in current systems and is used in the systems described later.  

 

In order to detect faults a system needs some way of continuously checking the status of its 

subcomponents. There are two basic ways this can be achieved 1) the individual 

components can log their actions and their state during their execution or 2) components 

can alert other components to their well-being by sending heartbeats, the absence of these 

heartbeats indicates a failure.  

 

According to Debanjan Ghosh et al [31] self-healing can be defined as the property that 

enables a system to perceive that it is not operating correctly and, without (or with) human 

intervention, make the necessary adjustments to restore itself to normalcy. The emphasis is 

on the restoration of the system to its running state prior to the error regardless of whether 

this is achieved by human administrators, or by the system itself. For the purposes of 

autonomy it would be more beneficial to have a system restore itself without human 

intervention although there can be situations where this is not possible. 
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[D. Ghosh et al further describe self-healing as a 3 stage process:- 

o Maintenance of health refers to the steps a system must take while it is running 

normally to ensure the continuation of this, and also lays the groundwork for the 

restoration process if it required. 

 

o Detection of failure is the ability of a system to detect failures in its components 

and also be able to isolate the failing component so that it does not affect the other 

components in the system. 

 

o Recovery stage deals with the restoration process. The steps a system must take to 

heal the failing component, returning it to its state prior to failure.   

 

[31] State diagram of self-healing process. 



Health Monitoring for MAS Amarah Khalid       
 
 

 
56 
 

As this strategy identifies all the core steps involved in the self-healing process we use it as 

our principal strategy in the remainder of this thesis. 

 

 IBM and Cisco also proposed a self-healing system called the Adaptive Services 

Framework (ASF) [32]. In this framework self-healing is achieved by a series of self 

adaptive behaviours: - Monitor, Translate, Analysis, Diagnosis and Feedback.  

 

o Adaptors monitor the log for its assigned component 

o In the translate phase each log is translated to a CBE (Common Based Event) 

format.  

o An autonomic manager then analyses the translated logs, and identifies any errors.  

o During the diagnosis stage the autonomic manager works in conjunction with the 

Symptom Rule, and the Policy Engine to find an appropriate healing method, and 

apply it 

o Feedback stage is used to alert an external system or an administrator in the event 

that the error could not be healed. 

 

Although the steps applied in this system differ from the stages identified by D.Ghosh, we 

found that the two systems could still be equated. The first 3 steps in the above procedure 

can be equated to the maintenance of the system i.e. steps taken by the system while it is 

operating normally. The remaining two steps can then be mapped directly onto the final 

two stages identified by D.Ghosh 
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However, the major drawback of this system is the overhead involved in terms of memory 

is quite large, and increases dramatically during the execution of the system.  

 

An increasingly popular approach is to use multi-agent systems to provide the monitoring 

capabilities for a self-healing system. In [33] the authors re-implement the Adaptive 

Services Framework approach using intelligent agents, and are able to resolve a lot of the 

overhead issues faced by ASF.  

 

While using intelligent agents to monitor and heal systems is a good idea, one issue that is 

often overlooked is the fact that multi-agent systems while more flexible and scalable, are 

also software components and are therefore susceptible to traditional software failures. In 

fact due to the inherently decentralised and highly communicative nature of multi-agent 

systems the possibility of an error occurring in some part of the global system may be 

higher. 
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3.3 Self-healing Systems  

This section concentrates on examining a few self-healing agent techniques. Some of the 

techniques examined do not address the recovery stage of self-healing except in passing 

terms but all adopt a different fault tolerance technique.  

 

3.3.1 Sentinel Approach  

S. Hagg advocates a sentinel approach to fault tolerance in MAS, in which the application 

agents are monitored by sentinels [34]. To avail of this approach, developers first 

implement the multi-agent system with all the functionality required. Only in the next step 

then are sentinel agents introduced to the system. 

 

Agents in this approach follow an architecture called the DA-Soc architecture, each agent 

comprises of 3 components, the World Model, the Reasoner and the Model of Interaction. 

The World Model represents the state of the environment, basically a set of beliefs. The 

Reasoner is current plan of action that the agent is going to achieve. The Model of 

Interaction provides a set of plans that dictate the role of the agent. These can be 

dynamically modified by the user, effectively giving an agent a new role, or goals. 

 

All messages sent within this architecture are sent in a broadcast fashion, and each agent is 

responsible for responding to messages intended for it. All messages broadcast are analysed 

by all agents who subsequently determine whether they are the intended recipient, and 

whether the interaction plan contained in the message matches any of the plans in its model. 
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This process is called semantic addressing and using this mechanism agents can execute 

methods (plans) in other agents without knowing where those methods are stored.  

 

Sentinels being agents can also communicate with application agents using semantic 

addressing, requesting information using this approach. This is one way it can determine an 

agent’s state. As all messages are broadcast in the system, sentinels can also monitor the 

communications between agents, providing another way to monitor the system. Timers are 

also utilised in order to detect failed or un-responding agents.  

 

As well as monitoring sentinels also provide a checkpoint facility. As sentinels monitor 

agents they build up models of the agents. Also, sentinels can also copy some of the agent’s 

internal beliefs to its own World Model. In this way sentinels can monitor the internal state 

of an agent as well as its actions. Monitoring the internal state provides an early detection 

mechanism for faulty agents or states of inconsistency.  

 

Sentinel Monitoring [34] 

 

 

 



Health Monitoring for MAS Amarah Khalid       
 
 

 
60 
 

3.3.2 Event Based Fault Management for MAS 

The authors in this paper [35] identify 3 aspects of fault management that need to be 

addressed by any fault management system, fault detection, fault isolation and fault 

clearance. They propose to address this problem using an event based framework. This 

event based fault management component could be implemented by any multi-agent 

infrastructure. 

 

The principal idea is that agents generate events upon changes in their state or environment. 

These events are sent to an Event Manager. The event manager then runs an analysis on its 

received events and determines the current running state of the agent. 

 

Events are different to messages usually sent between FIPA compliant agents. The events 

are transmitted using initially CORBA structures, and more recently XML and SOAP 

instead of the FIPA MTS. This allows for a separation of the 2 types of communications 

between agents, and also ensures that the MTS is not handling huge volumes of non-

calculation related messages. 

 

The event manager ensures events are processed in the order they are received. They 

analyse the events received for an agent and determine if any fault had occurred. (Fault 

detection stage). The final step would be to update its internal representation of the agent’s 

state, so that it could be used by the next event. On the identification of an agent deviating 

from its event pattern, the event manager can invoke a predefined recovery routine.  
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Event Managers are provided with event patterns in order to distinguish between correctly 

running agents and agents that have deviated from this pattern, or failed. Event patterns are 

created by identifying the correct running sequence of an agent. The authors argue that in 

order to accomplish a task an agent must follow a sequence of steps and this sequence is the 

event pattern for that agent. These are predefined and event managers are able to access and 

use them in order to determine the current state of an agent. 

 

 
Standard Events Sequence 

 

The diagram above displays some possible events; patterns are constructed by specifying 

the correct sequence of these events e.g. 

C1: Events follow sequence, e.g. …E1, E2, E3, E1, E2, E3, E1, E2, E3, E1, E2, E3 

 

Event managers can be implemented as either agents themselves, or as services. An event 

manager would typically receive events from multiple agents, this can be decided logically 

or geographically, e.g. an event manager can be linked to a team of agents working 

together, or to all agents on a particular platform. Fault tolerance is provided to the event 

managers by replication techniques.  
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3.3.3. DARX 

Traditionally, it has been proven that replication is quite an effective fault tolerant 

technique. However, on a multi-agent system distributed over multiple nodes each 

containing large amounts of intelligent agents, replication can be a costly technique. Also 

due to the highly dynamic nature of agents it may not be possible to specify statically the 

replication criteria of a particular agent. Over the course of its computation an agent’s 

critical importance may vary. An agent that was initially not highly involved in the 

computation can become the key role player in the final steps of the calculation. 

 

DARX (Dynamic Agent Replication eXtension) implements an adaptive replication 

technique [36], [37]. Replication criteria for each agent (or agent type) is not specified 

statically but is determined dynamically by the use of load balancing techniques. Another 

technique used to ascertain the criticity, a term coined by the authors to denote the level of 

criticalness, of an agent is to look at the communication it is involved in and the types of 

communication e.g. a non-understood message would be considered a low priority while a 

request or query message would be considered a higher priority.  

  

DARX itself is implemented as a collection of java services, a DARX server must be 

initialised on each node of the distributed multi-agent system.  
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            DARX Architecture [36] 

 

The DARX server exposes a DARXTask object that must be inherited by all agents in the 

system to benefit from the replication and monitoring service offered. The replication layer 

consists of the replication manager and the replication policies. Replications of agents are 

distributed throughout the network, and in the even of a failure an agent is replaced by its 

primary replica. The system is also fault tolerant in the event of a server failure, in this 

situation the agents on the failed server are moved to another by activating the replicas on 

the other servers. 
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3.3.4 SAGE 

SAGE (Scalable Fault Tolerant Agent Grooming Environment) is also a FIPA compliant 

open sourced initiative [38]. The main advantage of the SAGE architecture is that it uses a 

decentralised approach as opposed to the centralised approach used by other agent 

platforms like JADE and Agent Factory. This architecture was used in order to facilitate 

fault tolerance.  

 

Decentralisation occurs at the platform level so the agent platform itself is distributed 

across multiple computers. The traditional approach has been to have a computer represent 

an agent platform. However, this has the quite obvious drawback that if a fatal error occurs 

on that platform, the entire platform and therefore all agents deployed on that platform fail. 

In SAGE the AMS and DF services are deployed across multiple computers. Each 

computer within a platform is self-contained in the sense that an error occurring on a 

computer does not cause failures on the other computers; the platform is able to continue 

operating in spite of the failure of one node. A virtual container, called the Virtual Agent 

Cluster, encompasses all the computers that form a platform.  

 

Stability is further enhanced by the introduction of multiple channels for communicating. 

Messages sent between agents are sent in the FIPA compliant ACL format. System agents 

e.g. AMS, DF communicate with each other using Remote Method Invocation. This 

method has 2 advantages firstly it reduces the load on the Message Transport Service 

(MTS) as only intra-agent communication uses this channel.  Secondly, in the event of 
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failure at the application level it is quite possible that system agents such as the AMS and 

DF components can continue interacting with their counterparts. 

 

Each agent within a cluster is aware of all other agents in the same cluster. Fault detection 

is achieved by the use of heartbeats being sent from all agents to the other agents. If an 

agent detects that another agent has failed it informs the local which confirms the agent has 

failed, removes the agent from the registry and does any other clean up required.  

 

In the event that an agent suspects that an agent residing on another computer has failed it 

again informs its local AMS. The AMS uses its service level communication system to 

establish whether the agent in question has actually failed. This procedure is called dynamic 

probing and is only invoked in particular situations such as the one described. Initially the 

AMS tries to mask the error but on confirmation that a fatal error has occurred it notifies all 

other agents in the VAC. This dynamic probing is quite limited and does not occur 

frequently due to the large communication overhead involved in the RMI calls. 

 

SAGE VAC [39] 
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3.4 Critical Analysis  

The previous section explored some of techniques being used currently to achieve self-

healing in systems. In this section we will examine the systems identifying any weaknesses 

and outlining the issues the proposed health monitoring service will need to address.  

 

Sentinel Approach 

The sentinel approach studied is presented as a fault handling system; it does not address 

the recovery aspect of self-healing. The main drawbacks are identified below: - 

·  This approach is not scalable as it does not provide a generic architecture that can 

be easily adopted by other applications. As sentinels contain application specific 

information they cannot be adopted by other applications. 

·  Another scalability issue is the use of broadcast messages, in a large system the 

overhead from this approach would be large and unsustainable.  

·  Sentinels themselves are possible points of failure 

 

Event Based Fault Management 

This is also a fault management system and does not deal with recovery, the third stage of 

self-healing. Although it does mention the fault clearance (FC) stage of fault management, 

the authors interpret this as the ability of a system to keep functioning in the event of 

failures. Some of the issues this approach faces are: - 

·  The predefinition of event patterns (i.e. the correct running sequence) for each agent 

in the system is required; therefore it would not provide a dynamic approach which 

is quite possibly a prerequisite in today’s web oriented society. 
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·  The system is not scalable as business logic is present in the event manager, 

therefore they are not generic entities that can be used for all applications. 

 

DARX 

·  Implemented using services not multi-agents systems. Not an actual drawback but 

may limit the system with respect to its adaptive capabilities. 

·  Agents on a failed server are redistributed across the system, but no effort is made 

to recover the failed server. 

 

SAGE 

SAGE provides a fault tolerant agent platform but the issue of recovery again is not 

addressed.  

·  No recovery stage although it is suggested that replication on other clusters could be 

utilised to this effect. 

·  As each agent is aware of all other agents in its VAC, heartbeats are sent by each 

agent to multitude of other agents. This can place a large burden on the MTS if an 

large number of agents are contained in a VAC. 

 

All Systems 

One common observation for all the systems is that none of the systems take advantage of 

the proactive behaviour of an agent by trying to pre-empt failure. All the systems currently 

just wait for agents to fail and then act accordingly. 
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3.5 Summary 

The systems discussed in this section all introduced fault tolerance behaviours in systems 

by different techniques. We saw how each system some more sophisticated than others e.g. 

DARX and SAGE, have varying levels of drawbacks.  

 

As this research area is quite new the research being carried out is still in its early stages, 

and as such no fully sophisticated self-healing system for multi-agent systems exists.   

 

All four of the examples provided address the first two steps in the D. Ghosh et al’s 

procedure for self-healing, the maintenance and the fault detection. However, as we saw 

only DARX fully addresses the problem by also providing a recovery stage.  

 

The next section contains an analysis of the health monitoring service for Agent Factory. In 

particular the section focuses on solutions to the issues highlighted in this section: - 

 

�  Scalability, ensuring the proposed solution is generic and can be easily adopted by 

applications 

�  Recovery of the application agents 

�  Recovery of the monitoring component itself 

�  Providing a more proactive approach, as well as the traditional reactive approach. 

 

 



Health Monitoring for MAS Amarah Khalid       
 
 

 
69 
 

4 Specification / Analysis 

4.1 Introduction 

The purpose of this chapter is to explore the scope of the problem being addressed, and the 

concepts used to resolve these issues. This chapter is broken down into several sections, 

first we examine the current approach taken by agents in Agent Factory to deal with 

failures. Then the concepts and steps involved with adding self-healing capability to Agent 

Factory are discussed.  

 

This can be broken down into two separate issues i) self-healing of the application, and ii) 

self-healing of the healing component. In Section 3 we concluded that a common drawback 

of the systems studied was that the latter aspect was not addressed. In this section we look 

at both of these issues and the techniques that can be used to resolve them. 

 

Another issue identified in Section 3 in the self-healing systems studied was that they were 

not taking advantage of one of the key advantages of agents, their ability to be proactive. In 

the final section in this chapter we look at how this feature can be used to provide a more 

intelligent level of fault detection.  
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4.2 Current Fault Tolerant Approach 

Brokering services are one of the more popular approaches to introducing fault tolerant 

behaviour in multi-agent systems. This is the system whereby individual agents contact a 

broker when they require certain services [12]. The brokering agent keeps lists of the 

various agents and the services they provide in the system. Although this approach provides 

some scalability and fault tolerance there are some issues associated with this. 

 

The below diagram shows an agent community, querying the broker agent for a particular 

service, the broker agent responds with an agent that provides the requested service. 
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In the next diagram, the same scenario is depicted. In this situation however, Agent C has 

failed unbeknownst to the broker. When queried, the broker returns Agent C as normal. In 

this situation when Agent A sends a communication message to Agent C there is a time 

delay before A realises that C is not responding. However, it is also possible that the failure 

in C begins to affect A. 

 

 

 

Issues in brokering approach can be summarised as: - 

·  Brokers are application specific, as they need to be aware of the types of services 

and queries they will receive, therefore a generic approach cannot be adopted. 

·  Brokering agent itself does not actively monitor the application agents, therefore it 

may be unaware of failed agents in the system 

·  Brokers do not provide a scalable solution. As a system grows it may not be 

possible for a broker agent to provide efficient search services.  
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4.3 Application Level Awareness  

 
The previous section looked at how current systems use brokering services to adopt fault 

tolerance and identified the shortcomings of this approach. This section looks at how 

application level self-healing can be introduced in Agent Factory; it is broken down into 

subsections, each dealing with a stage of the self-healing process as identified by D. Ghosh 

in [31]. 

 

4.3.1  Maintaining System Health 

The first stage in self-healing identified in Section 3 is  maintenance of the system’s health; 

taking steps when the system is operating optimally to ensure that the system continues to 

operate in this fashion. A popular approach for this is the concept of replication, also used 

by DARX. Replication involves taking a copy of the system at certain points in time to 

ensure the system can be rolled back to that state.  

 

The key concern in replication is the resources required to maintain replicas of each agent 

in the platform, particularly when the number of agents in the system is quite large. DARX 

addresses this issue by using replication policies to dictate which agents to replicate, and 

how many replicas to maintain as well as how often the replicas should be created.  

 

The proposed solution resolves this by storing only one replica of each agent; each 

subsequent replica overwrites the previous one. In addition to this, the system takes 

advantage of one of the key attributes of an agent, that an agent’s current state or its world 
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model is held in the form of beliefs and commitments. Storing just this basic information is 

sufficient to restore the agent to a previous working state.  

 

The monitoring component in the system is only represented in part as an agent. In addition 

to this the health monitoring component would need to provide the replication service to the 

application agents, as well as a means to store the replicas.   

 

4.3.2 Fault Detection 

Fault Detection is the next stage in the self-healing process, the system needs to know a 

failure has occurred in order to rectify the situation. As mentioned in Section 3 this is often 

accomplished by the use of heartbeats. This is the approach adopted by the AF Health 

Monitoring Service; all application agents send regular heartbeats to the monitoring entity, 

which in turn detects the absence of a heartbeat and subsequently makes an assumption that 

the agent has failed. 

 

4.3.3 Recovery 

The final stage in self-healing is the recovery of the failed component. Once the health 

monitoring service detects that an agent has failed, steps must be taken to recover the agent.  

 

As mentioned earlier in the replication section an agent’s current state is a combination of 

its beliefs and commitments. As the health monitoring component contains the most recent 
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replica of the failed agent, the agent can be restored by deleting its current state and 

copying the beliefs and commitments back from the stored replica.  

 

One issue with this is the failed agent may have corrupted some of its internal components 

e.g. message queues. In order to ensure the newly restored agent does not have a corrupted 

state a new agent is created with the details copied from the replica. To augment this 

approach the health monitoring service uses a naming service to create the next agent. The 

naming service is used to provide a unique name for the newly created agent, one that is 

similar to the previously failed agent. 
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4.4. System Level Awareness 

The next section looks at expanding the self-healing process to include healing of the 

healing component. The healing of the healing component introduces a dilemma of where 

to carry out the monitoring of the healing component? The health monitoring service could 

create replicas of itself, but in the event of failure how would these be restored?  

 

In [40] Wooldridge outlines the specific class of systems that are suitable to development as 

multi-agent systems. The specific class of systems highlighted in this paper indicate that 

multi-agent systems are decentralised and highly distributed systems. Therefore a multi-

agent system would typically be deployed over multiple agent platforms.  The health 

monitoring service uses this assumption as the basis for its own self-healing.  

 

In Section 2 we identified the current trend of using peer to peer networks to enhance 

stability and adaptability. Specifically two architectures were looked at Pastry and 

Gossiping. The main drawback for the Pastry network was its use of a centralised 

registration service therefore the gossiping architecture was used in this project. 

 

The health monitoring service exists on each agent platform and so using all the platforms a 

peer to peer network comprised of health monitoring entities can be created. This section 

follows a similar structure to that of the previous section, first we look at the maintenance 

of the system, followed by fault detection and finally the recovery.  
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4.4.1 Maintaining System Health 

The maintenance of the healing component also uses the replication approach like the 

application agents with a few differences. The main one being there is no global entity 

storing the replicas, instead using the gossiping architecture each health monitoring 

component randomly selects another health monitoring component to ‘gossip’ with. The 

gossiping handshake entails both parties sending replicas of themselves to the remote party. 

  

Replication of the health monitoring component also differs slightly to that of the 

application agents. A monitoring component is comprised of more than beliefs and 

commitments; it also stores the replicas for the application agents. Therefore restoring the 

beliefs and commitments would not fully restore the monitor, instead a full replica is 

needed containing all the elements of the monitor. However, as there is just one monitor per 

platform the resource usage would not increase exponentially. 
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4.4.2 Fault Detection 

The health monitoring components also uses a form of heartbeats to detect. The gossiping 

communication where the monitors exchange states is interpreted to be the heartbeats as 

sending additional status messages would just increase the workload of the monitor with no 

additional advantage. However, this approach does have a drawback, as each monitor 

randomly selects another monitor to gossip to it is entirely possible that it does not contact 

some monitors for quite a large amount of time. Therefore using the assumption that no 

communication during a fixed amount of time indicates a failure could be incorrect.  

 

A variant of this is used for the health monitors, in the event of a timeout occurring with no 

communication from a remote monitor a monitor directly contacts the remote monitor to 

check its state. The lack of response to this message indicates a failure. 
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4.4.3 Recovery 

The recovery of a health monitor is more complex than that of the application agent. 

Firstly, even though remote monitors are aware that a monitor has failed, they cannot 

directly restore it as this would require them to have access to the remote platform. Agent 

Factory AMS does not facilitate remote access therefore a monitor cannot directly contact 

the remote AMS to inform it of the failure of the health monitor on its platform.  

 

To resolve this problem the health monitoring service makes an assumption, that all health 

monitors are monitoring at least one active application agent. Using this assumption a 

remote health monitor is able to send notification to an application agent on the same 

platform as the failed monitor which in turn can notify the AMS on that platform.  

 

The AMS then recreates the health monitoring component. The newly created health 

monitor can get its previous running state by contacting one of the other health monitors on 

the network.  

 

The second issue to be addressed in restoring a failed health monitor is deciding which 

replica to use as the backup state to restore to. Obviously, this should be the latest replica 

created, and so all the health monitors should coordinate and decide which monitor holds 

the latest replica. Due to time constraints on the project it was not possible to create a 

coordination technique; instead it is the health monitor who first realises a monitor has 

failed that is responsible for restoring the failed health monitor.  
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4.5 Log Monitoring Service 

One of the characteristics of agents is their ability to be proactive, to anticipate events in 

their environment and act accordingly. It was decided that the health monitoring service 

implemented should also incorporate this characteristic, so it could anticipate the failure of 

agents and possible pre-empt these failures.  

 

Typically, when failures occur there are usually exceptions that occur that trigger these 

failures. Exceptions are what human administrators look for when trying to analyse the 

cause of the system failure. This process can be automated, and has been automated by 

many systems. Log monitoring is a standard approach to fault tolerance e.g. the Adaptive 

Services Framework mentioned in Section 2 uses this technique.  

 

However, we propose a slightly different approach to log monitoring, instead of using log 

monitoring to determine the cause for errors the log monitoring is used to identify agent 

failures that might be about to occur. Error rules can be defined by an administrator for 

each type of agent in the system. The error rules specify the exceptions that are allowed to 

occur for each agent, and an upper limit e.g. Agent A can handle X occurrences of 

Exception E in time T. The log monitoring service would detect when an agent was in 

violation of an error rule and steps can be taken to rectify this at this stage pre-empting an 

anticipated failure of that agent.  
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4.6 Summary 

In the previous section we identified some issues that the Health Monitoring Service for 

Agent Factory should address. To reiterate, these were that the solution i) should be 

scalable, useable by all applications ii) provide a more proactive approach to fault detection 

iii) healing of the application agents and iv) healing of the monitoring component.  

 

In this section we looked at how the recovery of the application agents and the monitoring 

components are handled in the health monitoring service. A more proactive approach to 

fault detection using log monitoring was also proposed. 

 

The next chapter shows how the concepts proposed in this chapter are designed and 

implemented to create the health monitoring service. The issue of scalability via a generic 

architecture is also addressed in the next chapter.  



Health Monitoring for MAS Amarah Khalid       
 
 

 
81 
 

5 Design and Implementation 

This chapter looks at the concrete design and implementation of the concepts introduced in 

the analysis. The overall design of the system, the agents that are to be created, the services 

provided by those agents, and their interactions are explored in Section 5.1. 

 

Section 5.2 describes the detailed implementation of the agents and their services. The 

structure of the agents, and objects that are created, and discusses the core beliefs and 

messages utilised in the system. 
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5.1 Design 

This section deals with the design of the agents and objects needed to create a health 

monitoring service for Agent Factory. The section is subdivided into two subsections, first 

the design of the application agent monitoring subsystem is discuss followed by the design 

for the monitoring of peer monitors.  

 

Throughout the design section we will use AUML diagrams (described in Section 2) to 

show the key interactions between agents. However, due to the fact that the monitoring 

system also comprises of several services the AUML diagram notations have been modified 

slightly from the standard approach. In the AUML diagrams presented here, for clarity, the 

main service interactions are shown in conjunction with the agent interactions. The services 

in the AUML diagrams are depicted in dotted lines in contrast to the agents which are 

represented in solid lines.  
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5.1.1 System Design 

The following diagram gives a high level overview of the system’s components. An object 

diagram is used to represent this data, although some of the components displayed are 

actually agents and not objects. For clarity though all components are represented here 

regardless of their actual implementation. 

 

 
 

The remainder of this design section will explore in more detail the core components in the 

diagram above such as the Monitored Agent and the Health Monitor. 
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5.1.2 Monitoring Application Agents 

5.1.2.1 System Agent Roles 

The first task in the design stage is to identify the various roles that need to be fulfilled to 

provide a fully operational health monitoring service. The two main roles identified are the 

Health Monitor role and the Monitored Agent role. 

 

The Health Monitor role is responsible for monitoring the state of all application agents on 

the platform, detecting any deviations from the correct running state and restoring agents to 

their previous correctly running state. This is quite a large role that is split into various 

components identified in the previous chapter, a monitoring component to check the state 

of each application agent, a replication component, a log monitoring service and the 

recovery component. 

 

The Monitored Agent role consists of the basic duties of an application that would be 

monitored e.g. registering/deregistering with the health monitor, sending regular updates 

etc. While these duties could be incorporated into the various application agents, the health 

monitoring service would be more readily adoptable by applications if a base role is 

provided which the applications agents could inherit from.  

 
High Level System Overview 
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The following table highlights the various tasks each role would be expected to complete. 

 
 

 

 

 

 

Health Monitoring Role     

As the health monitoring role is quite complex it is broken down into several 

subcomponents i) AFAPL Health Monitor Agent ii) HM Manager Module iii) Log 

Monitoring Service and iv) Snapshot Service . 

 

The diagram below displays the key components of the health monitor in the system and 

their interactions.  

 
Components of the Health Monitor 

Health Monitor Role Monitored Agent Role 

Register Application Agent Request Registration 
Deregister Application Agent Request Deregistration 
Receive Status Messages Send Status Messages 
Detect Failure Send Backups of Agent State 
Restore Agent to Prior State  
Monitor Log  



Health Monitoring for MAS Amarah Khalid       
 
 

 
86 
 

5.1.2.2 Health Monitor Components 

AFAPL Agent  

The AFAPL agent is the primary contact point for application agents. This agent handles all 

messages sent to and received from the application agents. The health checks and orders for 

revivals are also issued from the agent. The agent is the core of the health monitor it 

coordinates the activities in the module, actuators, and perceptors to achieve its goal of 

ensuring application agents are functioning correctly. 

 

Health Monitor Module  

As the agent itself has no internal storage as it simply perceives its environment and state 

through its current beliefs and acts based on them it was decided to use a module as the 

storage component for this agent. The Health Monitor Managing Module is used for this 

purpose, and is itself split into several sub services. The first is the Agent Manager, this 

manager is responsible for storing the currently monitored agents and their details such as 

their statuses, last updated times etc. A separate manager is created to deal with any User 

Interface requests and lastly the Health Monitor Manager is responsible for managing the 

interactions with its peers. This is discussed in more detail later in section 5.1.3. 

 

Snapshot Service  

This was implemented as a separate service, so that it would run on a separate thread than 

the Health Monitor Agent and therefore not hinder any communications between the HM 

and the monitored agents. The purpose of this service is as a replication facility, each 

monitored agent can use this service to store replicas of itself at regular and/or important 
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checkpoints in its execution. The Snapshot Service is also notified by the Health Monitor 

agent when an application agent fails and a flag is set for this agent. Each agent queries the 

Snapshot Service at the start of their iteration cycle to determine whether it has recently 

failed and needs to restore itself to a previously running state.  

 

Log Monitoring Service 

As well as acting in response to failures the health monitoring service also actively looks 

for agents that may be about to fail. This is achieved by monitoring a log file generated by 

each monitored agent. During the execution any exceptions or errors that are thrown by the 

agent are caught and logged to an XML log file.  

 

The Log monitoring service actively monitors this file, and determines whether any agent is 

about to fail. The determination mechanism for failure is specified by a configuration file. 

This file contains the threshold limits for various exceptions and errors in a specified 

timeframe. If any agent is in violation of these rules, it is restored to a prior state and a 

notification sent to the administrator.  
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5.1.2.3 Core Interactions  

Registration 

Multi-Agent Systems can be used to address highly critical and time sensitive projects. One 

key concern therefore while designing this service was to ensure that the level of messaging 

between the application agents and the health monitor would not be a large overhead for the 

system. To keep messaging to a sustainable minimum it was decided that any status 

messages being sent from application agents to the health monitor could be sent without 

acknowledgements and only critical messages would result in responses being sent. An 

example of this is the registration process; an application agent sends a monitoring request 

to the health monitor on start-up and is sent back a Request Accepted or Request Rejected 

message.   

 
AUML - Registration 
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Deregistration 

The de-registration process does not require a response, the sole purpose of de-registration 

is to inform the health monitoring service of the successful termination of the application 

agent and therefore no restoration is required. 

 

 

 
AUML - Deregistration 
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Restoration 

By default each agent is restored upon failure but an agent can inform the health monitoring 

service that it is not to be restored. In this situation if an agent fails, the agent is terminated 

correctly (cleaning up any remaining objects), its status is set to failed, and its observers 

notified.  

 

The action of the Log Monitoring Service is also governed by this property. In the event 

that an agent is in violation of its error configuration rules and the restore property has been 

disabled, the agent is not terminated and restored as would normally be the case, but instead 

is left to run in its possibly failing state and an administrator is notified of this violation.  

 

 
Agent Restoration 
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Although the Health Monitoring Service restores all failed application agents, there is an 

unavoidable time delay between when an agent fails, the HM realises the agent has failed, 

and has carried out the required steps to restore the failed agent. To minimise the impact of 

this delay agent observers’ are notified of the failure, and subsequently the restoration of 

the agent. 

 

Observing 

As mentioned in the analysis chapter an agent may wish to receive alerts on the status of 

other agents in the system. In this situation then an agent must register its interest in another 

agent by informing the health monitor of this. One issue with this is the subject agent may 

not be on the same platform as the observer agent, and therefore remote health monitors 

may need to get involved. 

 

As seen in the diagram, an application agent just notifies its local health monitor, which 

then checks if the subject agent is on its platform or another. Internally, the health monitor 

keeps lists of the observers for each agent. Subject agents are not notified of this process. 

Therefore when a health monitor receives an observe message for a local agent, it simply 

adds the requested observer to the list.  
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Observer Registration (Local and Remote) 

 

In the event that the subject agent is resident on a remote platform the health monitor 

notifies the remote health monitor of this observer request. The remote health monitor then 

handles the processing of this request.  

 

 
Observer Notification (Local and Remote) 
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5.1.3 Peer Health Monitoring 

The gossiping peer to peer network architecture was used to introduce fault tolerance and 

restoration facilities to the health monitoring component itself. The basic assumption 

underlying this approach is that multi-agent systems are distributed decentralised 

applications, and therefore an ideal environment for peer to peer networking. 

 
The basic principal is that each health monitor is aware of and can monitor all other health 

monitors. In line with the gossiping architecture each health monitor would periodically 

select another health monitor to synchronise with and the two would exchange states. 

 

This section will illustrate the main interactions involving the gossiping health monitoring 

network such as network discovery, gossiping activity, and restoration. 
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5.1.3.1 Core Interactions 

Network Discovery 
The first issue to be addressed in constructing a peer network of health monitors was how 

the health monitors would discover the other health monitors on the network. Agent 

Factory DF does not provide a service returning all agents on a network, so this had to be 

implemented within the health monitor service. The proposed solution was that each health 

monitor on initialisation would be told about one other health monitor on the network. In 

this way then as the health monitors gossiped among themselves each health monitor would 

become aware of all other health monitors. 
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Gossiping 

Health Monitors communicate using another communication channel in addition to the 

ACC provided by the platform. As the replicas being exchanged by health monitors are 

serialised objects it was more beneficial to use a dedicated communication channel. This 

communication channel is provided using Sockets. Each health monitor has a dedicated 

port through which it can communicate to all other health monitors. The main advantage of 

this approach is it does not add extra workload to the ACC using up valuable agent 

resources. The diagram below shows the communication channels used by the various roles 

in the system. 

 

 
System Communication Channels 
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The following AUML diagram illustrates the sequence of events that occur when health monitors 

are ‘gossiping’ (exchanging states). First the initiating health monitor notifies a remote health 

monitor of its intent using the FIPA ACC. The initiating health monitor then opens its socket 

communication port and waits for a message from the remote health monitor. The remote health 

monitor connects to the port specified in the ACL message and the monitors exchange states. 

 

 

 
                        Gossiping Protocol 
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Recovery 

The next question addressed was the question of how health monitor restoration would be 

achieved. The solution to this makes an assumption that each health monitor is monitoring 

at least one active application agent. Using this assumption then the restoring health 

monitor would retrieve the address of one of the failed health monitor’s application agents 

and send a FIPA ACL message to this agent. The application agent would then in turn 

notify the AMS and the health monitor would be restarted. The application agent would 

notify the newly created health monitor about its recent failure, and to get its previous state 

from the detecting health monitor. The health monitor on receiving this message would 

contact the remote health monitor and restore its state. 

 

This approach was required as there was no way for a health monitor to communicate with 

the remote AMS. This problem could be resolved upon further integration of the Health 

Monitor Service and the AMS. 

 
Health Monitor Recovery 
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5.2 Implementation   

5.2.1 Introduction 

The implementation section follows a similar structure to the design section of this 

document. The implementation of the Health Monitoring agent monitoring the application 

agents is discussed, followed by the implementation of the HM peer to peer network. 

 

First though, we lay some of the groundwork for the concepts introduced later in this 

section. In section 2 the concept of ontologies in Agent Factory was introduced. As an 

introduction to this chapter the following table provides a quick summary of the ontology 

used by the agents. 

Term  Description 
 

agentType Belief stating the definition of the agent – used for recovery 

registerAddressBook Belief to register the agent’s contact details in address book service. 

addMonitoredAgent Add agent to its monitored list in response to a register event 

sendMessage Sends message to the specified monitored agent 

deleteMonitoredAgent Remove monitored agent 

registerObserver Register the requesting agent as an observer of the specified agent 

registeredObserver Inform agent that it has been registered as an observer 

updateStatus Update the status of an agent in response to receiving the status message 

checkStatus Check for failure of any agent 

notifyObserver Notifies an observer agent of the status change event 

recoverAgent Set restoration property in response to request received from agent 

HMCommunicationTest Contact remote health monitor to check if its still functioning 

HMCommAck Acknowledge health check from monitor 

sendingHMUpdate Inform remote health monitor that a gossiping channel should be opened 

sendAgentStatus Belief to send status to health monitor in each iteration 

createBackup Belief to create a replica 
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5.2.2 Monitoring Application Agents  

5.2.2.1 Core Interactions 

Registration 

Upon initialisation a MonitoredAgent registers with the AddressBook Service, the Snapshot 

Service and the HealthMonitor agent. To register with the health monitor a request is sent: - 

BELIEF(REGISTERHM(parameters)) & !BELIEF(RegisteredWithHealthMonitor)=> 
COMMIT(?self, ?now, BELIEF(true),request(monitorAgent, ,register(?message,?restart))); 

 

The Health Monitor receives the registration request and processes it, adding the requesting 

agent to its list of Monitored Agents. This list is maintained in the AgentMonitor Module. 

One of the parameters of the register request is ‘restart’, this indicates to the HealthMonitor 

whether to attempt a revival of the agent in the event of a failure. Once the registration 

process has been completed the HealthMonitor sends an acknowledgement to the agent. 

 

Heartbeats 

Following the acknowledgement received from the Health Monitor an agent starts sending 

its status.  

BELIEF(SendAgentStatus(?name, ?address)) => 
    COMMIT(?self, ?now, BELIEF(true),inform(monitorAgent, Status(Active))); 

 

This status message is sent to the Health Monitor by the application agent on each iteration 

of the AFAPL (agent definition) file. The belief ‘SendAgentStatus’ is adopted through a 

perceptor which perceives whether the agent has successfully registered with the Health 

Monitor and adopts the belief accordingly.  
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As well as sending the status message to the Health Monitor the Agent also has to store 

replicas with the Snapshot Service. This behaviour is achieved through an Actuator 

(createBackup), which is executed every 5 iterations, or on specific invocation of the 

actuator. The recovery option also dictates the performance of this backup service, it is 

ignored if the option has been disabled. 

 

   BELIEF(RegisteredSnapshotService) => 
COMMIT(?self, ?now, BELIEF(true) createBackup); 

 

 

Observing 

An application agent can register its interest in the status of another agent, or a group of 

agents by informing the HealthMonitor of this.  

 

BELIEF(RegisterObserver(?subject,?address, ?observerName,?observerAddress)) => 
    COMMIT(?self,?now, BELIEF(true), inform(monitorAgent, RegisterObserver(?subject,?address, 

?observerName, ?observerAddress)));  

 

The subject parameters specify the agent to be observed, and its address. The name can be 

either the actual name of the agent or the type of the agent in order to observer all agents of 

that type. The observer agent is notified of any failures on the subject agents. 

 

The above functions are those that are inherited by all application agents. These functions 

are kept to a minimum to ensure as small a workload as possible to avoid causing any 

difficulties for systems with regards resource shortages (such as time, memory) and 

complexity.  
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The Health Monitor is the core processor in the system, it keeps an internal list of the 

agents being monitored, their details such as whether they need to be restored, any 

observers they have and carries out regular status checks. The health monitor agent calls the 

checkStatus Actuator to initiate the status checks for all registered agents. The status is 

assumed Active once a message has been received from an application agent during the last 

30 seconds. If a failed agent is found the 8 step restoration procedure outlined below is 

commenced. 

 

Restoration Procedure: 

1. Failed Agent is terminated – to ensure no rogue elements remaining in system 

2. Agent Status is set to failed (or restarting.. ) depending on state of restoration flag. 

3. Observers are notified of an agent’s failure and notified of whether the Health Monitor 

intends to try to restore this failed agent. This parameter is set by each application agent 

on registration. If the agent is not to be restored the steps 5-8 are not executed. 

4. Snapshot Service is notified of failure of application agent 

5. Agent is recreated  

6. New agent contacts the Snapshot service and checks whether it is being restored. This 

action is carried out by all application agents at the start of their iteration.  

7. Agent restores its state from the last saved state by Snapshot Service  

8. Agent has now reached its last known working state and can resume working 
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As mentioned in the analysis stage an agent state can be culminated in its beliefs and 

commitments. However, some agents may be developed as more complex entities and can 

contain modules which store persistent data. In order to fully restore an application agent 

any associated modules also have to be restored. As modules are typical java objects the 

same concept of storing beliefs cannot be applied. Instead, an abstract interface 

MonitoredModule is provided, with a restore method. A developer can override this method 

to define any module specific restoration.  

 

The above describes the actions of the Health Monitoring Service in the event of not 

receiving Status messages from the application agent. The Health Monitoring Service also 

actively looks for possibly failing agents. All application agents perceive and act through 

their perceptors and actuators. The base class for the Perceptors and Actuators has been 

extended to log any errors and exceptions that occur.  

 

The Log Monitoring Service, like all other platform services, is started when the platform is 

initiated, and its first task is to load up the configuration file. The configuration file 

contains the error limitations that each agent must not exceed, an extract from this 

configuration file is shown below. The Service then actively monitors the log file created 

by each agent to ensure that no error rules are violated. In the event that an agent does start 

throwing exceptions regularly and therefore exceeds the limits set in its configuration file, 

the Service alerts the Health Monitoring Service which restores the agent to a previously 

running state (same procedure as described above). In the case of agents where recovery is 
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not required, the Health Monitoring Service simply notifies the administrator of the error 

but no further action is carried out. 

 

 
  <Agent> 

         <Type>TestApp/Agents/networkAgent.agent</Type> 
   <Exceptions> 
      <Exception> 

   <Name>PrintMessageError</Name> 
      <Level>High</Level> 
      <NoOccurrences>5</NoOccurences> 
      <TimeDuration>300000</TimeDuration> 
    </Exception> 
    <Exception> 
     <Name>Exception</Name> 
     <Level>High</Level> 
     <NoOccurrences>4</NoOccurrences> 
     <TimeDuration>300000</TimeDuration> 
    </Exception> 
   </Exceptions> 
  </Agent> 

 
 

Error Configuration File Extract 
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5.2.2 Health Monitor Gossiping Network  

On initialisation a Health Monitor is not aware of any other Health Monitors on the 

network. This is a limitation of the current system that it is not able to automatically detect 

other Health Monitors on the network. The user can use the Health Monitor User Interface 

to inform the Health Monitor of other Health Monitors on the network.  

 

Once the user inputs the address details of another health monitor, a message is sent from 

the health monitor to the remote health monitor. This communication initiation message 

contains the sending health monitor’s address, and port communication details.  

 
BELIEF(SendUpdate(?name, ?address, ?message)) => 

    COMMIT(?self, ?now, BELIEF(true), inform(remoteMonitor, HMUpdate(?message))); 
 

 

On receiving this message the recipient Health Monitor knows that the sender Health 

Monitor is awaiting communication on the specified port. A channel is opened between the 

two, and they exchange states. Both Health Monitors then examine the state received and 

add any Health Monitors that they were previously unaware of to their own internal lists. In 

this way then, each Health Monitor builds up knowledge of the Health Monitors on the 

network.   

 

Each Health Monitor is aware of the fact that it should regularly create backups of itself and 

send a copy of this backup to other health monitors on the network. During each iteration a 

health monitor evaluates whether this iteration would be a good time to send a backup. If it 

decides it needs to save a remote backup the Health Monitor randomly selects another 
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Health Monitor to “gossip” to from its internal list. It sends a FIPA ACL message to the 

selected Health Monitor with its port details. The receiving Health Monitor connects to the 

socket channel at the specified port and the two exchange states. 

 

Also on a per iteration basis each health monitor checks the status of all other health 

monitors on the network. A perceptor examines the last update time of each health monitor, 

and determines whether this exceeds the configured set time. If an update has not been 

received from a health monitor during this time it does not automatically mean that the 

Health Monitor has died, as each Health Monitor sends updates to a randomly selected 

Health Monitor. Therefore it is quite possible that the current Health Monitor has just not 

been selected as the gossiping partner. The HM sends a CommunicationTest message and 

waits for 30 seconds for the acknowledgement.  

// send communication test message 
BELIEF(ContactHM(?name,?address)) => 

    COMMIT(?self, ?now, BELIEF(true), request(remoteMonitor,HMCommunicationTest))); 

 

// on receiving a communication acknowledge message 
BELIEF(fipaMessage(inform,sender(?name, remoteMonitor), HMCommunicationACK))=> 

    COMMIT(?self, ?now, BELIEF(true), ReceivedHMAck(?name, ?address))); 

 

If the acknowledgement is not received, then the status for that Health Monitor is set to 

failed, and all other Health Monitors are notified of this failure. All Health Monitors 

receiving this notification set the status of the Health Monitor to ‘failed’ on their internal 

lists. They then stop checking the status of this health monitor until they receive a message 

from the restored health monitor.  
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The discovering Health Monitor also sends a message to an application agent on the failed 

Health Monitor platform, who in turn notifies the AMS, and takes responsibility to ensure 

the failed Health Monitor component is restarted. Once the health monitoring component 

has been restarted, the application agent sends it a message informing it that it had failed, 

and also sends it contact details for the detecting Health Monitor. The newly restored 

Health Monitor contacts the health monitor at the specified address and asks for its previous 

running state. 

 

Health monitor receives a RestoreState message from a previously failed health monitor. 

// message received by newly created HM from application agent  
BELIEF(fipaMessage(inform, sender(?name, addresses(?address)), RestoreState(?oldHMName, 

?informerName, ?informerAddress))) => 
COMMIT(?self,?now,BELIEF(true),RestoreHM(?oldHMName,?informerName, ?informerAddress))); 

 

Health monitor sends its socket communications details to new health monitor 

// HM then sends a message to HM requesting its previous state – port specified as objects sent using sockets 
BELIEF(SendPreviousState(?name, ?address, ?port)) => 

COMMIT(?self, ?now, BELIEF(true), inform(monitor, HMRestoreState(?port)))); 

 

Previous failed health monitor receives the message to connect to the socket port. 

// Receiving HM receives a message – and opens up channel at specified port 
BELIEF(fipaMessage(inform, sender(?name, addresses(?address)),HMRestoreState(?port)))=> 

    COMMIT(?self, ?now, BELIEF(true), SendPreviousState(?name, ?address,?port))); 
 

At this stage the two health monitors connect using the dedicated socket channel and the 

prior running state is passed to the previously failed health monitor. 
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6 Walkthrough 

6.1 Introduction 

The purpose of this chapter is to demonstrate how to build a multi-agent system in Agent 

Factory to take advantage of the developed health monitoring service. First we give a brief 

overview of the test system to be implemented, followed by the key extension points that 

an application system must adhere to in order to be monitored. The final subsection 

contains a runtime simulation of the system with six agent platforms. 

 

Unfortunately due to the lack of a large scale test-bed system with which to incorporate the 

implemented health monitoring service it was not possible to carry out a full scale 

evaluation. The current implementation provides several user facilities via which the user 

can manually inject faults into the application agent and view the results. These will be 

discussed in more detail later in the chapter.  
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6.2 Document Handling Test System 

6.2.1 Design Objectives 

To create a monitored environment that reacts in an organised and co-operative way as to 

facilitate the filing, cleaning and co-ordination of scanned documents. The system will 

contain agents that interact with each other to achieve the belief that negotiating and 

communicating amongst themselves will achieve their goal. Their goal is defined as 

cleaning and filing any new batch of documents in the fastest possible way and ensuring 

that they communicate when help is required. 

 

6.2.2 Fundamental Structure 

The system will essentially have four main components, with the Watcher and Helper 

Agents controlling the environment, the top level agents. They will have a close working 

relationship in order to keep the system running efficiently. They are responsible for 

creating Network Agents that clean up their respective network shares. These Agents will 

ask the Helper for aid if it the amount of documents received exceeds a certain threshold. In 

response to this request and based on the rationale of the system, a Network Helper Agent 

will be created. The life cycle of this agent will depend on the threshold set by the system 

i.e. when it has finished helping it is destroyed. 
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System Components 

Watcher Agent 
 

·  Duty – When system starts poll the XML file for network share addresses. 

·  Task – When a new file share is detected, inform the helper agent. 

·  Life Cycle – Created when the application starts, destroyed the when the application 

is closed 

 

Helper Agent 

·  Duty  

o Respond to requests from the Watcher Agent.  

o Create Network Agents if no agent has been assigned to the network share.  

o Maintain a global list of current network shares and agents assigned to them 

o Respond to help requests from Network Agents. Create Agent Helpers for 

the Network Agents if they require help maintaining their network share. 

·  Task – Create, delete or suspend Agent Helpers if they are no longer required 

·  Life Cycle – Created when the application starts, destroyed the when the application 

is closed 

 

Network Agents – 1-* may exist  
 

·  Duty  

o Poll the network share for any new document batches 
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o If network share becomes overloaded, ask Helper Agent for help 

·  Task – Read XML control file, file associated scanned image and update the 

database with the document details 

·  Life Cycle – Created when the Helper Agent is told of a new network share, 

destroyed the when the network share is either removed or cant be resolved  

 

Network Helper Agents – 1-* may exist  
 

·  Duty - Poll the network share for any new document batches, based on the settings 

provided by the Helper Agent 

·  Task - Read XML control file, file associated scanned image and update the 

database with the document details 

·  Life Cycle – Created when the Helper Agent receives a help request from the 

Helper Agent, destroyed the when the network share is clean or network share is no 

longer available 
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6.3 Building a Monitored Application 

This section highlights the key extension points that have to be adapted by the developer. 

Most of the changes required are straightforward, as object oriented inheritance technique 

can be used to inherit key behaviour. 

 

6.3.1 Inheritance 

First all application agents must extend the BasicMonitoredAgent instead of the other basic 

agent roles provided in Agent Factory. First line in the agent definition file would be: - 

 
IMPORT HM.Agents.BasicMonitoredAgent; 

 

 

Actuator java files must extend the HMBaseActuator instead of the Actuator class provided 

by default in Agent Factory and similarly Perceptors must extend the HMBasePerceptor. 

 
class testActuator extends HM.Actuators.HMBaseActuator { … } 

class testPerceptor extends HM.Perceptors.HMBasePerceptor { … } 
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6.3.2 Informing Health Monitor of Agent Type 

In addition to these inheritance classes all agents must also adopt a belief which specifies 

the agent type (the definition of the agent). This is important for the health monitoring 

agent to ascertain the definition file from which to recreate this agent if it fails. This is a 

shortcoming in the current implementation of Agent Factory where the type of the agent is 

not stored on creation but is easily rectified by modifying the AMS to store this 

information. In the meantime though all agents need to manually set their type; an actuator 

is provided as part of the Health Monitoring Service to adopt this belief each agent in their 

definition file need to call this action preferably in the first iteration. An example is given 

below: - 

COMMIT(?self, ?now, BELIEF(true), agentType(TestApp/Agents/helperAgent.agent) 

 

6.3.3 Setting Recovery Option  

In some situations an agent may not want to be restored if it fails, e.g. if its work is not 

critical, or if the application wants to handle the event itself. In this situation an agent can 

inform the health monitor that it does not need to be restarted, the agent may wish to still be 

monitored for the observing facility etc. An agent needs to send a message to the health 

monitoring agent. If the agent wishes to change this back, it just needs to substitute true in 

the message. 

RestartRequired(false) 
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6.3.4 Observing 

One feature provided by the Health Monitoring Service , described in the previous sections, 

is the ability of an agent to register as an observer for another agent and subsequently 

receive notifications when the status of the observed agent changes. In order to avail of this 

service an agent needs to register as an observer, and to this effect a belief has to be 

adopted. The communication messages are handled by the Health Monitoring Service. 

 
BELIEF(RegisterObserver(?monitorName, ?monitorAddress, ?subjectName, 

?subjectAddress, ?observerName, ?observerAddress) 
 

 

The belief adopted ‘RegisterObserver’ expects parameters for the health monitoring agent’s 

name and address and the name and address of both the agent to be observed (subject) and 

the observer.   

 

In the event of the status of the observed agent changing all observers are notified. A 

message in the format below is sent. The subject specifies agent that failed, newSubject is 

the new contact details of the agent (same if no difference), and the message stores the new 

status.  

 
Notify(?subject, ?newSubject, ?message) 
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6.3.5 De-registering from Health Monitor 

In the event that an agent is terminating naturally i.e. it has achieved its goals, in order to 

ensure that it is not restarted it needs to deregister from the health monitor first.  

 
inform(agentID(?monitor, address),CancelRegistration) 

 

 

6.3.6 Using the Address Service 

Finally, in order to send the messages specified above the name and address of the recipient 

agent is required. The Address Book service provides a naming service to Agent Factory, 

all monitored agents register with the service on initialisation. Methods are provided to 

retrieve agents specifying either their name or their type. These can be called as regular 

java methods e.g. from actuators or perceptors.  
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6.4 Deploying the Test Application 

6.4.1 Introduction 

In this section a runtime demonstration of the test application and the health monitoring 

service is provided. The User Interface displayed is one provided by the Health Monitor.  

We will initialise the system with six platforms, each platform contains its own health 

monitoring service, and each platform contains a variable number of application agents. 

 

6.4.2 System Overview 

The screenshot below gives a graphical overview of the platforms, and the agents deployed 

within that platform.  
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6.4.3 Monitoring Application Agents 

In the following screenshot the agent tab is shown. This tab displays the application agents 

deployed on that platform that the health monitor is actively monitoring. The specific 

details for each agent are displayed on the sub-tabs on the right. The two buttons at the 

bottom provide the user with a manual fault injection routine to test the system.  

 

The Failure details tab shows the failure history of an agent, as demonstrated by the 

screenshot below in which network1 failed (by manual intervention), the agent was 

restarted successfully as network3. 
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The Error details tab shows the Error Rules that govern that agent i.e. the exceptions it can 

throw and the limits of those exceptions. In the screenshot network1 is allowed to throw a 

generic exception four times within a five-minute duration. After it reaches this limit the 

health monitor restarts and restores the agent in an effort to prevent further exceptions / 

failures.  
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6.4.4 Monitoring Health Monitors 

The below screenshot shows a health monitor detecting that one of the network of six has 

stopped responding. The platform itself is highlighted in red, the agent statuses are not 

updated as the entire platform has failed and therefore no information is available on the 

status of these agents. 

 

As shown in the above screenshot the health monitor at platform testApp3 has detected that 

the testApp1 health monitor has failed, therefore it takes steps to recover the failed monitor. 

The screenshot below is of the Agent Factory debugger which shows the monitor has been 

recreated as monitor2. 
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The following screenshot depicts the failed health monitor recovered, seen by the health 

monitor has again detected the other health monitors in the network.  

 

It has also recovered its state with regard to the application agents it was monitoring. It is 

again monitoring the same application agents and has picked up their latest status. 
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6.4.5 Observers 

The last interaction we demonstrate is that of the observers. In the below screenshot the 

network agents are monitored by both the local helper agent, and also one other remote 

helper agent.  

 

On failure of an observed agent the observer agent is notified of the failure. If the agent was 

restarted this is also indicated to the observer agent. In the below screenshot the helper 

agent is being notified that the Network1 agent had failed, and has been restarted.  
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6.5 Summary 

In this section we presented a step by step procedure for implementing a self-healing multi-

agent system in Agent Factory. Screenshots of the system at various stages of running 

optimally, failing etc were illustrated.  

 

As mentioned previously, a full scale evaluation was not possible in the timeframe 

available as a sufficiently large scale application with which to integrate was not available 

and would have to be developed. 
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7 Conclusions / Future Work 

7.1 Overview 

This chapter summarises the work done in this thesis. The next section suggests some 

future expansions of this project, highlighting future avenues of research. The final section 

contains a review of the chapters in this thesis, summarising the main concepts and 

achievements of each chapter.  

 

Autonomic computing advocates the development of self-managing systems, in an attempt 

to deal with the increasing problem of growing complexity in IT Systems. The self-

managing systems are achieved by a set of self characteristics. In chapter 2 the growing 

trend of using multi-agent systems to provide the self* capabilities of autonomic systems 

was highlighted. This trend occurs due to the enhanced adaptability of agents as compared 

to traditional objects.  

 

This thesis dealt in particular with the self-healing aspect of autonomic computing and the 

introduction of this capability into a multi-agent system providing self-healing at an 

application level as well as a system level. The system developed addresses some of the 

issues found in some comparable systems namely the provision of a generic architecture, 

scalability, local and global level recovery.  
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7.2 Future Work 

This section looks at some further work that can be carried out in this project. Firstly, 

before this approach can be adopted a case study of the system would have to be carried 

out; evaluating fully the performance of the system and highlighting any areas of concern. 

 

In addition to a full evaluation several enhancements can also be made to the existing 

system. The main disadvantage of the current system is the lack of a global directory 

service. In order to join the peer to peer network a health monitor is required to know the 

address of one other health monitor already in the network. Although the system shows 

great adaptability in the maintenance of the network, this adaptability is limited by the fact 

that the creation of the network is not truly dynamic.  

 

Currently, the restoration procedure for a health monitor is carried out by the health 

monitor that discovers the failed health monitor. Typically, the health monitor that 

discovers the failure may not contain the latest replica of the failed health monitor. The 

system could be enhanced to incorporate a coordination algorithm which ensures that the 

failed health monitor is restored with the state from the latest replica. 

 

Another aspect that could be enhanced is the global enterprise user interface. At the 

moment, each platform’s health monitor has its own local user interface which depicts the 

network from that health monitor’s perspective. It would be advantageous to have one 

central user interface which could be used by an administrator to manage the entire 

system’s platforms, all the health monitors and application agents. 
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The Log Monitoring service provided by the system could also be extended. Application 

agents in violation of their error rules are automatically restarted and restored to a prior 

state. This automatic restart could be enhanced by allowing administrators to specify the 

actions to initiate upon violation of the errors rules.  

 

In addition to this, an automatic performance evaluating service could be provided to 

perform real time checks on the runtime record of each agent and analyse its performance. 

This could assist in identifying patterns of agents that fail frequently. System administrators 

could be notified of these findings. 

  

7.3 Conclusion 

In this section we review the main concepts and achievements of each chapter, and 

summarise the goals of this thesis. 

 

Chapter 2 provided an overview of the research areas of autonomic computing and agent 

oriented computing. The increasing trend of using multi-agent systems to introduce 

autonomic behaviours into systems was highlighted. 

 

Chapter 3 studied some of the techniques used by self-healing systems today. In particular 

we looked at SAGE, a development framework for multi-agent systems that provided fault 

tolerance, and could also be extended to provide recovery.  
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Chapters 4 and 5 elaborated on the approach used to develop the health monitoring system 

giving detailed insights into its design and implementation. In particular the issues 

highlighted in section 3 were addressed. The generic architecture of the developed system 

enables it to be adopted by all applications and the use of minimal resources, only 

replicating beliefs and commitments, used by the project ensures it is scalable. 

 

Most of the self-healing systems mentioned in this thesis provided application level self-

healing but this capability was not provided at a system level. The developed system 

addresses this problem by the use of gossiping health monitors. Although gossiping is 

becoming more popular in the development of peer networks it has not specifically been 

used in this context before. The developed project therefore shows the feasibility of using a 

gossiping network to ensure the stability of an agent network. 

 

The last issue raised in section 3 and addressed is that of proactive fault tolerance. This 

project suggests a log monitoring approach by which agents can anticipate failures and 

actively pre-empt them. Log monitoring is quite an established technique but is usually 

used to analyse the cause of errors not to predict future failures using guidelines. 

 

In conclusion, the proposed system demonstrates the viability of the proposed approach to 

self-healing. A centralised health monitoring service deployed on each platform is 

sufficient in providing a self-healing capability to multi-agent systems. Creating a global 

peer to peer network of gossiping health monitors provides stability of the global network.  
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