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Abstract 

The demand for Workflow Management Systems (WfMS) continues to accelerate, fuelled by a need 

for improved coordination and efficiency and greater control across business processes. Current 

solutions based on the specification of static process definitions have seen much success in straight-

through processing environments. Yet, these have struggled to cope with the market shift towards 

human-oriented workflow, which demand more dynamic workload management capabilities as well 

as better knowledge of organisational structures and resource suitability. In this paper, we explore the 

application of agent technology as a means to solving these issues, by re-aligning the principles of 

workflow management with flexible and adaptive goal-based behaviour which is more congruent with 

human-oriented processes. In practical terms, this is realised through a more proactive approach to 

workload management where resource and time constraints are managed so as to maximise efficiency 

in collaboration across the system. The system is demonstrated in the context of a prototype for the 

investment dealing domain, built using the Agent Factory platform, CARTAGO for the provision of a 

shared workspace, and introduces a new XMPP-based Message Transport Service (MTS) for agent 

communication and presence awareness. The prototype is evaluated by project stakeholders from the 

development of a dealing workflow system using a more traditional WfMS framework. From this 

evaluation we conclude that the system delivers notable efficiencies in human-oriented workflow 

management as well as providing useful information regarding the remaining obstacles hindering 

agent adoption in industry for workflow management. 
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1 Introduction 

1.1 Workflow Market Trends 

The market for Business Process Management systems (BPMS), traditionally known as Workflow 

Management Systems (WfMS), is expected to grow from $1.6 billion in 2006 to an impressive $6.3 

billion in 2011 (Vollmer and Teubner, 2007) with current leaders including Appian, Lombardi 

Software, Pegasystems, Savvion, Software AG (owners of webMethods), TIBCO (owners of 

Staffware), IBM, SAP, Microsoft and Oracle (Teubner, 2007), (Westervelt, 2006). Many of these 

vendors are pure BPM solution providers, while others are leveraging strengths in existing 

backgrounds such as messaging and transaction processing to add different dimensions and options to 

the BPM solution space. Forrester research (Teubner, 2007) recommends characterising the nature of 

the candidate business processes as belonging to one of four categories in order to help choose an 

appropriate BPM vendor solution: 

¶ People-intensive processes focus on facilitating collaboration between human workflow 

participants using intuition and judgement to route cases towards completion. Awareness of 

available users and the organisational roles they play are of key importance here. 

¶ Decision-intensive processes focus on enhancing the ability to make accurate and timely 

business-critical decisions and hence require ease of maintenance of decision criteria and 

process rules as well as analytics for business information. 

¶ Document-intensive processes focus on the ability to extensively process documents in back-

office environments and hence require strong support for document imaging and 

management. 

¶ Integration-intensive processes focus on achieving high levels of straight through processing 

will little need for human intervention. Such solutions typically aim to augment an 

organisationôs ability to integrate with other systems internally or externally and hence 

require strong service oriented architecture (SOA) capabilities. 

 

Since the advent of workflow in the early 1990ôs, people-intensive processes have received possibly 

the least amount of focus of these categories, with vendors favouring the development of solutions for 

purely backend system processes initially (Palmer, 2008). This was arguably due to the fact that such 

backend processes tend to be more generic and deterministic by nature, allowing vendors to deliver 

successful solutions with less proximity to any particular business. However, Palmer goes on to 

explain how the rising costs of human capital in recent times have demanded that WfMS become the 

enabling technology to deliver operational efficiencies across human-oriented business processes by 

driving collaboration and coordination among participants. This market shift is expected to continue 



Agent-based Workflow Management using XMPP and CARTAGO Karl Heery 

Page 10 of 131 

 

with high-levels of adoption beyond 2008. This trend carries with it some fresh challenges, as 

business processes which depend heavily on human tasks are by nature more organic, more dynamic, 

less deterministic and more customised to the specific needs of the organisation. These challenges 

continue to test current market solutions as they attempt to adapt their toolkits to cater for such needs. 

Typically,  vendor solutions specialise in at least one of the four categories described above, with 

some vendors trying to corner a larger market share through the strategic acquisition of others as 

demonstrated with TIBCOôs acquisition of Staffware in 2004 (Byron, 2006). Fundamental to the 

success of any solution however is its capability to embed itself within the architecture of an 

enterprise, integrating with Customer Relationship Management (CRM) systems, Enterprise Resource 

Planning (ERP) systems, Business Intelligence (BI) systems, Enterprise Content Management (ECM) 

systems, proprietary desktop applications, as well as other workflow systems. Many such systems 

expose web services to provide coarse-grained access to their functionality thereby facilitating 

integration. Complementing these efforts, the standardisation of BPEL (Business Process Execution 

Language) in 2003, as an XML -based orchestration language for cross-system business process 

management, has enabled strong improvements in supporting integration for many BPM solutions. 

BPEL enables assembly of discrete independent services into an end-to-end process flow, ideal for the 

expression of system workflows. One key criticism of BPEL however is its lack of support for human 

tasks, thereby restricting its usage in contexts where stages of a workflow involve some asynchronous 

human activity. Although some BPEL engines have developed custom extensions to support this, 

none have yet to achieve standardisation. Hence, there still remains a strong demand for standards in 

communication mechanisms and protocols in order to satisfy integration requirements for human-

oriented workflow systems. 

 

1.2 Motivation 

With continuous investment in BPM solutions fuelling current vendors and their existing solutions in 

this market, the shift towards human-oriented workflow has not triggered any significant re-evaluation 

of the underlying technology or principles on which they are built. Few seem to have taken serious 

time to recognise the chasm that lies between workflow solutions developed for humans compared to 

those for fully-automated system processes.  

Firstly, WfMS solutions based on process definitions run risk of being subverted continuously by their 

users as exceptional conditions occur which cannot be managed on the system (Van der Aalst, 1999). 

The necessity of such solutions to rigidly pre-define the flow which every case must follow is 



Agent-based Workflow Management using XMPP and CARTAGO Karl Heery 

Page 11 of 131 

 

unrealistic and fails to align with the needs of dynamic and unpredictable business environments. 

Secondly, with vendors favouring focus on process definition and workflow execution control, 

considerations relating to human aspects of the process are commonly overlooked, such as measuring 

task suitability, promoting task ownership through direct assignment to an individual, maximising use 

of available users, and others. By distancing themselves from such concerns (either implementing 

them weakly or ignoring them completely), WfMS solutions limit their ability to truly coordinate 

tasks across an organisation by being either too inflexible or too liberal with task assignment (Kumar 

et al, 2001). They also contribute to de-motivation and eventual job dissatisfaction by promoting a 

production-chain environment which is clinical and mechanistic and fails to appreciate the job 

characteristics which positively influence motivation and performance (Vanderfeesten and Reijers, 

2005). Finally, the application of more recent developments in the software community such as agent 

technology, shared workspaces, instant messaging and presence awareness to strategically improve or 

complement workflow solutions is also sadly lacking in existing market solutions. The advent of the 

agent software paradigm brings an opportunity to re-align the principles underpinning WfMS for 

unpredictable business processes with more human-like goal-based behaviours. The de-centralised 

interaction-based nature of agent architectures is also more ideally suited to the distributed, 

collaborative characteristics typical of human-oriented WfMS environments. Other recent 

advancements in relation to open distributed systems are also well positioned to enhance both current 

WfMS offerings as well as multi-agent system development, but have yet to see significant 

penetration in either. XMPP, an open protocol used by many instant messaging (IM) solutions offers 

significant support for extensible conversation-style messaging and presence awareness in a 

distributed systems environment. CARTAGO and similar frameworks based on JINI
tm

 network 

technology offer shared workspaces where processes can store access and manipulate shared data, 

thereby collaborating on centralised work items. These emerging technologies harmonise both with 

multi-agent systems and human-oriented workflow systems and have the potential to deliver 

significant strategic advantage. 

 

1.3 Objective 

The objective of the work presented in this paper is to explore the use of software agents as an 

alternative to typical process definition-lead approaches to human-oriented workflow management, 

favouring more flexible and adaptive goal-based behaviour as a means of coordinating activities. The 

approach is to be demonstrated through the design and implementation of a multi-agent workflow 

system to manage an investment dealing business process, built using a combination of both the RMA 

reactive architecture and AFAPL deliberative architecture of the Agent Factory toolkit. By using 
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software agents to represent each user in the system, as well as back-end agents responsible for the 

proactive monitoring, coordination and assignment of outstanding work items, the aim is to create a 

workflow environment where users from various roles can collaborate to achieve the objectives of the 

process more effectively. To maximise the benefits of this approach, this work will also embrace the 

latest industry standards in open messaging and presence awareness by introducing a new XMPP-

based Message Transport Service (MTS) for the Agent Factory platform through Openfireôs Jabber 

server. The CARTAGO framework will also be used for the provision of a shared workspace, 

controlling access to work items in the system whilst leveraging many of the benefits it provides, from 

concurrent access management to the more advanced features such as observable states for driving 

dealing state transitions.  

The true measure of success of such a system is found in the impression it leaves on individuals 

familiar with the efforts involved in automation and daily management of such a business process. As 

such, the system is to be evaluated through a demonstration and survey presented to stakeholders of a 

recent dealing workflow system development project. Here, the stakeholders are asked to give both 

quantitative and qualitative measures as to the effectiveness of the system and the practicalities of 

using such an approach in an industrial context. This information provides invaluable feedback to help 

mould the future direction of this active research area. 

 

1.3 Structure of this document 

The remaining of this document is structured as follows. Chapter 2 provides some background 

information on the agent software engineering discipline, including some of the core concepts 

required to understand the work detailed later in this paper, as well as current and future trends in this 

active research area. Chapter 3 also provides background information, in the separate topic of 

workflow, its origins, current market solutions as well as issues and challenges. The later stages of 

this chapter combine the areas of agent and workflow technology for the first time, examining some 

of the preliminary efforts to date to join the two. It is also worth noting at this stage that Workflow 

Management System (WfMS) and Business Process Management (BPM) solution are synonymous 

terms and may be used interchangeably during different stages of this document. From here we also 

take a look at two other important areas underpinning this work, namely presence-awareness in 

workflow (where we first introduce XMPP) and workspaces in workflow (where we introduce 

CARTAGO). Chapter 4 details the requirements analysed for this business process as well as 

examining the existing production system used for dealing workflow and the deficiencies in its 

underlying workflow management framework. It ends by stating the proposal for our agent-based 
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workflow management system and the value it aims to deliver. Chapter 5 details the entire 

architecture of the agent-based workflow management system from top to bottom, describing the roles 

and interactions of each agent in the system as well as documenting the design surrounding the new 

XMPP-based Message Transport Service (MTS) and the use of CARTAGO. Chapter 6 describes the 

approach used to evaluate the system and presents the results of the survey. The section continues by 

further analysing the points raised on the survey, both the positives and the outstanding areas of 

concern in order to substantiate chapter 7. The final chapter, chapter 7, describes the future direction 

planned for this work (both functional and technical) arising from the survey results and from the 

design and development phases of the project. 
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2 Background - Agents 

2.1 Introduction 

This chapter presents an introduction to agent technology. It begins by describing some of the core 

concepts of this active research area such as what constitutes an agent and a multi-agent system, 

before detailing five types of agent architectures typically found in such systems: deliberative, 

reactive, social, mobile and hybrid. This provides useful information for later chapters, such as 

chapter 3 where examples of some of these architectures are evident in the agent-based workflow 

management case studies, and in chapter 5, where reactive and deliberative agents are put to use in the 

design of our system. This chapter continues from agent architectures to the important topic of agent 

communication, examining the origins of agent communication languages (ACLs) such as KQML and 

FIPA, both of which are relevant to the design of our interaction-centred workflow system. Next, we 

examine four agent toolkits (namely, JADE, JACK, FIPA-OS and Agent Factory) as a means of 

evaluating the current market offerings for the development of our agent-based workflow 

management system. Finally, we take a look at the emerging trends in the agent technology space as 

identified by AgentLink III, beginning with the industry sectors and problem areas where agent 

technology is expected to impact, and finishing with a refreshing look at some of the more 

philosophical challenges surrounding the application of software and agents to areas which directly 

affect human workflow participants. 

 

2.2 Agent Concepts 

2.2.1 What is an Agent? 

An agent is defined as a flexible software entity capable of performing autonomous action within the 

environment in which it is situated (Wooldridge, 2002). In order for an agent to act appropriately, it 

must determine the situation in which it finds itself. Sensors provide the mechanism for this, allowing 

the agent to perceive whatever aspects of the environment it is interested in. By processing these 

perceptions, an agent can then decide based on the design objectives it has been instilled with, how it 

wishes to influence the environment. Influencing the environment means changing it in order to bring 

the agent closer in some way to achieving its objectives. This is accomplished through use of one or 

more of the effectors at the disposal of the agent. The full set of actions available to an agent is 

described by Wooldridge (Wooldridge, 2002) as its effectoric capability. Choosing the appropriate 

action for this set is done at runtime based on the decision making system employed by the agent, 

which is discussed in further detail in section 2.3. An important and prevalent aspect of agent 
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technology is the notion that typically no one agent has full control of its environment. Rather it 

maintains a certain (often limited) view of the environment over which it can hold some influence. 

The natural consequence of this partial view is that an agent often cannot guarantee an outcome for a 

situation within which it plays a part as a result of performing its action. Agents must therefore be 

prepared for non-deterministic behaviour within the environment and to adapt itself according to the 

circumstances. 

2.2.2 What is a MAS? 

Most practical uses of agent technology involve not just a single agent, but multiple agents working 

together in some collaborative way to fulfil a higher-level objective. This constitutes a multi-agent 

system (MAS) and by nature represents a decentralised distributed application environment where 

each agent maintains some level of control or influence in the environment (Wooldridge, 2002), 

(O'Hare and Jennings, 1996). In a MAS, each agent is aware that it does not possess a global view of 

the problem and that it cannot solve the problem by itself, thus relying on interaction and coordination 

with others. It is however still programmed to operate autonomously to compete for satisfaction of its 

own self-interests, which it believes are benevolent to the goals of the overall group. 

Fundamental to a MAS environment is this ability for agents to demonstrate social interaction with 

other agents. This interaction is akin to communication used in traditional distributed system 

environments, however is conceptualised, modelled and implemented at a more appropriate level of 

abstraction involving flexible knowledge management between agents. As in human social contexts, 

how agents go about interaction depends on their role and the relationship they have with the target 

agent. These relationship categories as described by (Jennings and Wooldridge, 2001), (Wooldridge, 

2002) can include: peers or fellow team members where familiarity and trust is already established; 

authority relationships where one agent has more power or influence over another; coalitions of 

agents within or across organisational boundaries with stricter rules of engagement in place to allow 

agent participation within a wider problem solving initiative. Such awareness of the society within 

which the MAS is operating requires knowledge of the organisational context and structure in order 

for agents to form productive interactions at runtime with other agents within its environment.  
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Fig. 1: Canonical view of a Multi-Agent System (taken from (Jennings and Wooldridge, 2001)) 

 

2.3 Agent Architectures 

The development of Agent Architectures represents one particular strand of research operating under 

the Agent-Oriented Software Engineering (AOSE) discipline. It considers the practical implications of 

implementing agent systems, focussing on providing development toolkits and runtime environments 

that support the agent paradigm. The aim here is to transfer the concepts specified by agent theorists 

into real implementation practices for the software development community. Encompassed within 

agent architectures are considerations relating to agent lifecycle management; service provision; 

communication protocols and mechanisms among others, all of which are encapsulated away from the 

agent developer to facilitate appropriate separation of concerns within the grander system architecture. 

Here we look at five broad categories of agent architectures: Deliberate, Reactive, Social, Mobile and 

Hybrid. 

2.3.1 Deliberative 

Deliberative agents (Wooldridge, 2002) utilise a deductive reasoning approach as their decision-

making system about how to effect their environment. The approach is grounded in intentional 

systems research by Dennett (Dennett, 1987), which explains how attributing beliefs, desires and 

rational acumen to an entity can help explain and predict its behaviour. Deliberative agent 

architectures build on this notion and the work of symbolic AI, which proposes a means of 

representing a problem domain and desired behaviour through an explicit symbolic model, and 

providing the ability to manipulate this representation syntactically. The challenges of the symbolic 

AI approach are often in translating the model into a symbolic representation at runtime (known as 
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transduction), and in appropriately representing and reasoning with this information in a timely 

manner. These challenges are magnified by domains of growing complexity, often requiring that 

simplifying assumptions be made in order to ensure agents return from their deliberations in time so 

as their decision will still be deemed useful. 

Typically deliberative architectures employ BDI (Belief-Desire-Intention) theory reasoning, which 

maps the process of deliberation as follows: 

1. sense the environment and adopt beliefs about its state based on these perceptions  

2. reason about these beliefs, comparing them to the goals and desires currently held by the 

agent 

3. commit to actions (or intentions) to effect the environment in some way to move it closer to 

the agents idea of an ideal state 

 

Deliberative architectures are best suited to problem-solving environments where logical theory can 

be applied for interpreting the environment and selecting actions based on these interpretations in 

order to reduce the problem. To this end, deliberative architectures lend themselves well to adding 

more rules for reasoning in a semantically clean way, similar to that of an expert system. However the 

value of deliberative architectures is diminished somewhat in dynamically changing and time-critical 

environments. Here, deliberative architectures run the risk of taking too long to deliberate over its 

input allowing the opportunity for action to pass by and possibly resulting in an inappropriate decision 

by the time it has finally been made. An example of this would be using deliberative agents in a team 

of robots designed to play a soccer match. In such a situation responsiveness to the immediate 

environment (i.e. chase the ball) would likely win out over deliberating over which strategic position 

to take up based on calculations regarding the trajectory of the ball. 

2.3.2 Reactive 

Reactive agent architectures (Wooldridge, 2002) such as the Brooks Subsumption Architecture were 

inspired by the rejection of the idea that intelligent behaviour can and should be achieved through the 

manipulation of isolated symbolic models of the problem domain. Instead, Brooks places value in 

ñsituatednessò and interaction as the basis for emergent intelligence. Situatedness allows for 

intelligent behaviour as Brooks argues that it is only in immersing the agent in a real environment 

(rather than building a disembodied model of it), that we can hope for them to act intelligently. 

Secondly, Brooks argues that intelligence is not a pre-defined and design property, but is subjective 

and emergent as a product of the interactions an agent has with its environment. 
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In the Brooks Subsumption Architecture, perceptual inputs can be mapped to task-accomplishing 

behaviours known as actions using simple rules: 

situation Ą action 

Many of these behaviours can be fired concurrently and can be integrated together to construct more 

complex behaviours. To ensure appropriate prioritisation of these behaviours, Brooks employs a 

subsumption hierarchy which organises each behaviour into one of several layers. While an agent is 

reacting to its environment lower layer behaviours can inhibit higher layers, thus facilitating 

prioritisation by ensuring the agent reacts to more urgent matters first. An example of this might be an 

agent avoiding an obstacle first before as a priority before continuing with its higher level aim of 

moving towards a door. 

Reactive agent architectures are particularly suited to dynamic environments which require decisions 

on actions to be made in a timely manner. Their simplicity, elegance and robustness against failure all 

offer significant benefits for appropriate domains. However with this simplicity comes trade-off. 

Reactive agents by nature must take a short-term view as they only deal with immediate and local 

information. This also means they are not in a position to learn from experience. Also, the principle of 

situatedness on which they are built mandates that they must be first put into their environment before 

their behaviour can be fully understood, making them more difficult to engineer, trace and test. 

However, that said, the concept of a more open, interaction-based, organic approach to achieving 

intelligent behaviour based on simple reactive agents offers promising solutions in certain contexts. 

2.3.3 Social 

Social agent architectures (Wooldridge, 2002) focus specifically on defining the architectural layers 

necessary to facilitate flexible, effective and productive interaction between agents. There have been 

many strands of development underlying this area thus far with the Knowledge Sharing Effort (KSE) 

by ARPA having tackled the information content level with the KIF language and the intentional level 

with KQML language (section 2.4.3), while the Foundation for Intelligent Physical Agents (FIPA) 

have emerged with a competing Agent Communication Language (ACL) (section 2.4.4).  

The COOrdination Language (COOL) is defined as a purely social architecture that which aims to 

augment these developments by addressing the coordination level of agent interaction with a 

framework for ñstructured conversationsò (Barbuceanu and Fox, 1997). Using an extended version of 

KQML as its basic ACL, COOL offers an environment for defining and executing agents and their 

interactions in terms of structured conversations and offers a rule-based approach for selecting and 
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managing these conversations, while also providing a graphical user interface for runtime knowledge 

acquisition and debugging. The core framework is structured as follows: 

¶ Communication Layer: extended KQML 

¶ Agent and Conversation Management Layer: coordination protocol definition and 

implementation; conversation management rules and continuation rules  

¶ Coordination Knowledge Acquisition & Debugging Layer: management of 

unfinished conversations; enhancement of conversation rules 

¶ Multi -Agent Application Layer: agent definition and management environment 

 

Given that social agent architectures look purely at interaction and not at the decision apparatus used 

to trigger this communication, these architectures are typically used in conjunction with others in 

environments where social interaction is as vital as individual agent autonomy. 

2.3.4 Mobile 

Mobile agents (Wooldridge, 2002) are capable of jumping between nodes on a network in order to 

continue program execution locally. The primary motivation for this approach is to reduce the demand 

for network resources to a minimum and offer an alternative to remote procedure calls as a means of 

communication in a distributed system environment. Whereas traditional distributed applications rely 

on various processes on different nodes to handle different aspects of a task, thereby splitting the 

execution across multiple programs, mobile agents offer a different approach, transmitting the 

program itself across the network, allowing it to make use of the available data and resources along 

the way. This allows a single agent to maintain control of all aspects of the task execution, taking 

responsibility for its completion, thus preserving autonomy within the agent itself. For example this 

would allow an agent to deviate the flow of the task, routing it to an alternative node, if it deemed 

necessary given its knowledge of the history of the particular task. 

The technical issues faced by mobile agent architectures as defined by (Wooldridge, 2002) include the 

following: 

¶ serialisation: the process by which the agent is transmitted, and how (much) state 

information is transmitted with it 

¶ hosting and remote execution: how the agent recommences execution on arrival at a 

destination node and the limitations and challenges it may face here when dealing with 

heterogeneous environments 
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¶ security: how can trust be established between the host and the agent program so to instil 

confidence in the host that the agent will not abuse its position. In particular this relates to 

dealing with sensitive information, resource consumption or general behaviour while on the 

host. 

 

Aglets is a software development kit developed by IBM Research for the development of mobile 

agent systems (Lange, 1997). Aglets exploits the power of the Java reflection API (and Java 

serialisation) to dynamically reconstruct instances of mobile agents as they arrive on new host 

contexts. This functionality is provided by ensuring that all such mobile agents extend a common 

interface defined simply by the Aglet class. On construction by reflection, the Aglet framework 

invokes the onCreation()  method to allow the agent to initialise itself before calling its ru n()  

method to allow it to recommence execution. At any time the Aglet can then choose to transmit itself 

to another context using the dispatch()  method, which the framework handles by serialising the 

agent and passing it to the remote host context specified. In terms of solving the technical issues 

described above, serialisation is handled by ensuring that all Aglets implement the Java 

java.io. serializable  interface correctly (leaving the rest up to the JVM). Remote execution is 

managed by the Aglet context running on the host machine which, given SUN Microsystems ñWrite 

Once, Run Anywhere" slogan, inherently means that the solution should not suffer from any 

portability issues. Finally security is managed by the custom Aglet Security Manager which is used to 

inspect the credentials of the arriving Aglet and determine the access control it should receive based 

on whether it is deemed trusted or not. 

Mobile agent architectures are particularly suited to problem spaces where network bandwidth usage 

is of particular concern and client requests can happen asynchronously. One example scenario may be 

deploying a mobile agent to collect some information across a range of large distributed databases and 

aggregating these results for the client. Here the mobile agent, by redeploying itself on (or close to) 

each of the target databases, can minimise the network traffic between the program and the database. 

The agent can then collate and aggregate the results before hopping onto the next node of interest, 

while carrying with it just the minimum possible amount of data for consumption by the client. The 

client can disconnect if desired while the mobile agent traverses the network, reconnecting later once 

the agent has returned to its original host with the results. By transporting the state and history of the 

request along with it the agent is also in a position to make intelligent decisions to reroute to backup 

databases in circumstances where the primary has become unavailable, hence leveraging the power of 

the autonomous intelligent agent behaviour. 
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2.3.5 Hybrid 

Hybrid agent architectures (Wooldridge, 2002) attempt to combine the benefits of reactive and 

deliberative architectures, offering provision for both types of behaviour in an attempt to solve the 

shortcomings of each. This is achieved by organising these different behavioural subsystems into a 

hierarchy of interacting layers. Typically one of two structures is employed for layering agent 

behaviour types, namely horizontal or vertical.  

In horizontal layering, each layer runs autonomously without knowledge of any other within the 

agent, connecting directly to sensory inputs and proposing courses of action for affecting the 

environment as outputs. The advantage of this approach is that input can be processed concurrently in 

parallel across the layers and that each layer can act independently of any other, making it easier to 

understand the decision process of each. The disadvantages arise when considering the evaluation of 

the (potentially competing) suggestions of each layer to form a final course of action. To facilitate 

this, a mediator is often employed with final responsibility in choosing between suggestions. 

However, with such a bottleneck in the process, performance of the agent can degrade as the number 

of layers and the possible decisions that can be taken within those layers increases. 

Vertical layering offers an alternative approach where layers are organised into a hierarchy which are 

activated sequentially before a final output action is decided. In one pass vertically layered systems, 

control passes to each layer once, with the top layer having the final decision on the output. 

Alternatively in a two pass control system, control enters and leaves at the lower level, travelling up 

and down the layers as necessary in between.  

InteRRaP (Müller and Pischel, 1993) is an example of a vertically layered two pass control 

architecture with lower levels dealing with immediate reactions, middle layers with local agent 

planning and upper layers focussing on strategic cooperative planning activities across the 

environment. Here sensory inputs flow into the lower level where they are either handled or escalated 

upwards if the layer believes it is not competent to do so. In this sense, the behaviour exhibited by the 

architecture is akin to a management structure within an organisation, with information flowing 

sequentially up the hierarchy and execution flowing from the top-down. Each layer is also provisioned 

with its own knowledge base, used as a repository for rules and models appropriate for each layer to 

handle situation recognition and goal activation. 

Hybrid architectures offer a more general solution to a wider domain of problem domains by distilling 

the strengths of reactive and proactive behaviour and providing mechanisms to enable them to 

complement each other. The different types of behaviours decompose naturally into a structure which 
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is congruent with organisational hierarchies, with clean interfaces between each layer enforcing strong 

separation of concerns. However, hybrid architectures do suffer in complexity as a result of this fusion 

of different approaches, resulting in a lack of semantic clarity as to the final expected behaviour of the 

agent. 

 

2.4 Agent Communication 

2.4.1 Introduction 

It has been suggested there may be ñno such thing as a single agent system!?ò (Luck, 2002). In light 

of this, inter-agent communication has established itself as an area of paramount importance to the 

agent community and has continued to be a hot research topic throughout the existence of agent 

technology. Fundamental to the concept of agent communication is the notion that agents must retain 

the locus of control over their own behaviour, preserving the right to reject actions which are not in 

the best interest of the agent itself. So, wherein traditional distributed systems, an object is not 

provided by default with any way to reason over incoming requests before executing them, agent 

communication does allow for such mechanisms. Performing an action requested during agent 

communication is then, by nature, asynchronous with the requesting agent regaining control once the 

communication (rather than the invocation of the action) is deemed successful. 

The remainder of this section begins with an overview of speech acts which represent the fundamental 

principles on which agent communication is based. From here, we begin to look at two of the most 

influential agent communication languages to emerge to date, KQML and FIPA, describing briefly the 

structure of each. 

2.4.2 Speech Acts 

Speech Act theory, developed by philosopher John Austin, identified the types of human interaction 

that are deemed as having a changing affect on the world, and categorised them in terms of a set of 

performative verbs (Cohen and Perrault, 1986). Examples of such performatives include: request, 

inform, promise and apologise. Austin also defined a trichotomy for understanding the differences 

between the act of making an utterance and the affect on its audience (locutionary, illocutionary, and 

perlocution), as well as three felicity conditions for establishing success in a communicative act. 

John Searle extended this work in (Cohen and Levesque, 1990) by defining several properties that 

must hold for successful communication to take place. These include conditions regarding the 
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hearerôs ability to hear the request and their ability to perform it as well as the speakerôs beliefs about 

the hearerôs abilities and the sincerity of the speakerôs request to have the action performed in the first 

instance. Searle arrived at a classification of five types of what he termed as ñindirectò speech acts: 

assertives; directives; commissives; expressives; declaratives. 

Formalising communication in this way laid the path for its adoption by the AI research community. 

Inspired by these theorists, Cohen and Perrault (Cohen and Perrault, 1986) pursued principle for 

modelling speech acts as planning operators  in terms of the beliefs and goals of the speaker and 

hearer. Developing on this, Cohen and Levesque (Cohen and Levesque, 1990) subsequently 

formalised their theory of intention as being defined by seven properties which must be upheld. With 

this, a model was built where speech acts could be represented by actions to be performed by rational 

agents in their desire to fulfil their intentions. 

2.4.3 KQML 

The Knowledge Query and Manipulation Language (KQML) emerged as the first significant agent 

communication language (ACL) to gather momentum in the agent community. Driven by the ARPAôs 

Knowledge Sharing Effort (KSE) it offers a language and protocol to enable agents to share 

knowledge in support of cooperative problem solving (Finin et al, 1997). KQML defines an extensible 

set of performatives representing speech acts, which act as the foundation on which more complex 

agent interactions (such as negotiations) can be built ï coordinated by communication facilitators. 

Although KQML does not enforce use of any particular language for expressing the information 

content of a message, the Knowledge Interchange Format (KIF) specification by the Interlingua 

Group has proved the de facto choice. It defines the language syntax and semantics of this LISP-like 

notation, capable of expressing properties and relationships in a domain based on extended first-order 

logic. 

Despite its significant initial adoption, KQML has come under criticism with respect to 

interoperability and ambiguity or a complete lack of formalism in some areas. Specifically, the user 

community has struggled to cope with its loosely controlled performative set, its lack of rigorous 

definition of transport mechanisms or semantics of the language itself and finally with its exhaustive 

ad-hoc performative set while completely omitting commissives. 

2.4.4 FIPA 

The Foundation for Physical Agents (FIPA) operates as a standards committee within the IEEE 

Computer Society, developing open standards to promote agent technology and ensure its 

interoperability within and outside of the agent technology space (FIPA, 2000). FIPA classify their 
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standards under five categories: agent communication, agent transport, agent management, abstract 

architecture and applications, with agent communication lying at the heart of FIPAôs efforts to 

promote their MAS model. FIPAôs ACL standards draw heavily from the work of Cohen and 

Levesque, much like KQML, and later that of Sadek. In fact, FIPA standards adopt quite a similar 

approach to KQML by, for example, separating the outer language responsible for capturing the 

intentionality of the message from the inner message content language. However, FIPA also listened 

to the criticisms of KQML and corrected some of these mistakes. For example FIPA offers a fixed set 

of twenty two performatives (of which inform and request represent the building blocks for all others) 

which come with formal semantics for their use defined in a language called SL. The SL formulae are 

used to ensure the message sender conforms to what are known as feasibility conditions and to 

express what the intended rational affect of such a message is. The FIPA ACL specification (FIPA, 

2000b) defines up to thirteen parameters which can be used within a FIPA message to provide 

metadata about the interaction. These range from parameters responsible for describing content such 

as language and ontology, to parameters responsible for controlling agent conversations such as 

protocol and in-reply-to. Although only performative is required strictly speaking, it is expected that a 

message would not be of much value without specifying participants involved in the interaction and 

message content itself, and so it is expected that use of sender, receiver and content will be common 

place in most FIPA messages. 

 

2.5 Agent Toolkits 

The purpose of developing toolkits for agent-oriented software is to ease the learning curve and 

provide support for developers implementing software using the agent paradigm. Agent toolkits offer 

the first step towards integrated Computer Aided Software Engineering (CASE) environments, 

providing features such as analysis, design and implementation tools, including integrated runtime 

environments and debugging features. The extent to which these features are supported can be 

expected to have a strong influence over the success of the agent platform as the developer 

community have come to expect fully integrated suites of development tools for building software.  

With adoption of the agent paradigm on the increase, it comes as no surprise therefore that many 

software providers, from universities to corporate entities, have entered the arena battling it out for a 

place in the agent toolkit market. The rest of this section looks at four such toolkits: JADE, JACK, 

FIPA-OS and Agent Factory 
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2.5.1 JADE 

JADE (Java Agent Development Framework) is a Java-based middleware framework for the 

development and support of agent applications. It provides both a development framework and an 

agent platform which ensures compliance with FIPA standards for intelligent multi-agent systems 

(JADE), (Bellifemine et al, 1999), (Bellifemine et al, 2003). The development framework is provided 

through an application programming interface (API) enabling simple definition of agents and their 

properties as well as enabling registration with services provided by one or more agent domains. The 

agent platform itself provides a runtime environment for the hosting of agent applications, and comes 

bundled with a comprehensive set of system services for agent programmer convenience, including: 

Agent Management Service (AMS); Directory Facilitator (DF); and Agent Communication Channel 

(ACC). Applications with the JADE platform are naturally distributable, and can be hosted across any 

number of hosts on a network and on any type of JVM (except Java Card), with inter-domain 

communication enabled using the Directory Facilitators (DFs). Layered on top of this communication 

platform, JADE dynamically adapts at run-time to choose the most appropriate transport protocol for 

any agent -to- agent communication. The current protocols supported consist of:  JAVA-RMI, JICP 

(JADE proprietary protocol), HTTP and IIOP. This flexible approach aims to ensure complete support 

for heterogeneous agent applications. JADE also provides an RMA Agent GUI for the remote 

monitoring and administration of its agents deployed within a platform. The architecture of the JADE 

agent platform is detailed in Fig. 2 below. 
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Fig. 2: Architecture of a JADE Agent Platform (taken from (Bellifemine et al, 1999)) 

2.5.2 JACK 

JACK (Java Agent Compiler and Kernel) is a commercial agent toolkit developed by Agent Oriented 

Software Pty. Ltd. supporting agent-oriented software development (Busetta, 1999). It is developed in 

Java and designed with portability in mind (from PDAs to high-end servers) offering the developer an 

intuitive top-down experience in developing agent software through its development platform tool 

known as JDE (see Fig. 3). 

JACK supports the Belief-Desire-Intention (BDI) architecture through various concepts built into the 

framework: 

¶ beliefs are supported through a generic relational model known as belief-sets. Other arbitrary 

named Java data structures are also supported. 
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¶ desires are supported through a combination of the events it is configured to handle and the 

goals it desires to achieve 

¶ intentions are supported through the plans which it employs to handle these events. A notion 

of capability is also supported to link the desires to potential plans of action 

 

The key features of JACK include: 

¶ JAL & JAL Compiler: the JACK agent language which extends the Java language notation to 

support agent-oriented concepts and the corresponding compiler to convert back to pure java 

pre-execution 

 

¶ JACK Agent Kernel: the runtime engine providing the underlying infrastructure on which 

JACK systems execute 

 

¶ JDE: the standalone JACK development environment including visual design views and other 

tools used to design and implement JACK systems 

 

¶ Real-time automated visualisation tools: Design Tracing Tool; Graphical Plan Tracing Tool 

and Agent Interaction Diagrams 

 

¶ FIPA-compliant messaging over the DCI network as well as support for alternate 

communication frameworks 

 

¶ Support for BDI and non-BDI based agent systems 

 

¶ Support for modularisation of agent functionality through capabilities used to construct 

composite building blocks and hence promote re-use 

 

JACK aims to facilitate the construction of complex agent-oriented systems by abstracting the 

developer away from the lower-level OO implementation details to focus on the higher-level concepts 

of agents applications. This is achieved through extension to the Java language to include keywords 

for declaration of agent component types such as: agent, plan, event, capability, as well as the facility 

to draw relationships between these entities at design time. Underlying these conceptual entities, 

JACK provides the necessary agent-oriented infrastructure through a set of base classes provided by 

the JACK kernel. These kernel classes expose configurable interfaces within the framework allowing 

the developer to hook in their implementation of application-specific behaviour such as the body()  
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of a JACK plan. The resulting JAL files are pre-compiled into pure Java before the application is 

finally compiled into standard Java classes and executed on the JACK agent platform. 

 

Fig. 3: An example design of a simple Chat System exported from the ñSystem Design Viewò of the 

JACK JDE 

JACK achieves all the benefits of working with an established fully powered object-oriented language 

such as Java, while preserving the notion of modelling the system using the higher level concepts of 

the agent paradigm. Despite the argument that this coupling with Java comes at the expense of some 

of the expressive power possible with more logic-based frameworks, the benefits are seen by the 

creators of JACK to far outweigh any drawbacks. Other benefits of the JACK framework include the 

ability to configure it with a diverse range of agent models, it support for alternate communication 

frameworks through middleware such as CORBA, and the modular nature of the agent components 

facilitating reuse. 

2.5.3 FIPA-OS 

Foundation for Intelligent Physical Agents ï Open Source (FIPA-OS) is a pure Java open source 

component-based agent toolkit and was the first of its kind to provide an implementation of the FIPA 

standard. Originally a Nortel Networks project it subsequently moved to the open source domain, with 
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the majority of current development being undertaken by Emorphia. The primary goal of the platform 

is to provide an open, flexible and loosely-coupled platform of supporting service components on 

which agents can be constructed. Components are categorised in (FIPA-DEV, 2001) as being one of 

thee types: 

¶ Mandatory : components required by all FIPA-OS agents 

¶ Switchable: where behaviour is defined by interfaces and concrete implementations can be 

swapped in as desired at runtime. 

¶ Optional: added services provided for the convenience of an agent (but not fundamentally 

necessary) 

How these components are layered together is illustrated further in Fig. 4.  

 

Fig. 4: High-Level Architecture Components within FIPA-OS (taken from (FIPA-DEV, 2001)) 

As an open-source, loosely-coupled, platform independent and FIPA-compliant solution, FIPA-OS 

stacks up well as an agent framework offering. Its ease of integration with the JESS rules engine is 

testament to this. However, this comes at a price as it offers less (relatively speaking to other agent 

toolkits) in terms of tool support to aid the development process, requiring manual maintenance of 

low-level configuration files to administer the agent platform and its services. This is in stark contrast 

to toolkits such as JACK which pride themselves on shielding the developer from these lower-level 

configuration details. Despite this, FIPA-OS has enjoyed success in the agent toolkit space, including 

domains such as virtual private network provisioning, distributed meeting scheduling, and virtual 

home environments. 
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2.5.4 Agent Factory 

Agent Factory (AF) was developed by researchers from PRISM  Laboratory (since amalgamated with 

CLARITY Centre) in University College Dublin, and provides a modular and extensible framework 

for the development of software agents (AF, 2007), (Collier, 2002). At a high-level Agent Factory 

consists of three parts as illustrated in Fig. 5. 

¶ Deployment Process. Handles the specification and configuration of agent platforms and the 

launch-time distribution of agents across these platforms 

¶ Development Kits. The layer of available modular toolkits for the development of different 

classifications of agents supported by Agent Factory, including the tools necessary to ease 

their implementation, testing, deployment and integration 

¶ Run-Time Environment. Represents the kernel of the Agent Factory framework, 

encapsulating (among other things) the FIPA-compliant ACL-based communication services, 

yellow-page and white-page and services, run-time interpreters and tools 

 

 

Fig. 5: Agent Factory Framework ï schematic diagram (taken from (AF, 2007)) 

 

Agent Factory Run-Time Environment (RTE) 

The Run-Time Environment (RTE) is further decomposed into two areas. Firstly the Agent System 

Architecture, which provides the infrastructure services for any agent model. It is represented as a 
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collection of modules encapsulating the core functionality of an agent to allow it to partake in social 

interaction, reasoning, perception etc. Secondly the FIPA-compliant Agent Platform provides the 

technical platform containing the different flavours of services, modules and tools available for agent 

deployment, detailed further below. 

¶ Interpreter Manager . Includes the various flavours of interpreters responsible for operating 

on the logical constructs implemented in the particular language, for each of the different 

development kits available on Agent Factory, the most mature of which is AFAPL. 

 

¶ Platform Services Manager. Contains services available to an agent on the platform. 

Arguably the most important services are the Agent Management Service (AMS) to 

administer the lifecycle of agents within the platform and the Message Transport Services 

(MTS) to manage inter-agent communication. Agent Factory, up until now, offered four 

implementations of an MTS each using different communication protocols: HTTP; UDP; 

MPP and Local (with a fifth XMPP-based MTS developed as part of the work for this paper). 

 

¶ Security Module. Controls agent access to the available platform services, where access 

rights can be defined using declarative rules in the agent platform configuration file  

e.g. SECURITY_POLICY ALLOW ams* fipa.std.service.ams   

¶ Platform Configuration . Two files are required to configure the agent platform: the agent 

platform script file (.aps) and the agent platform configuration file (.cfg). The former defines 

the initial agent community in terms of their names, agent types and any initial beliefs, while 

the latter defines the high-level platform details, the interpreters and tools and the services and 

their security constraints to be initialised at runtime by Agent Factory. 

 

¶ Run-Time Tools. Represents the developer tools available to facilitate administration or 

purely just understanding of the behaviour of an agent platform at run-time. The AFAPL 

Debugger is one such example, which tracks and displays the effect sensory inputs have on 

the beliefs and commitments of an AFAPL agent.  

 

Agent Factory Programming Language (AFAPL ) 

Agent-Oriented Programming (AOP), introduced by Yoav Shoham (Shoham, 1993), represents a 

relatively new programming paradigm in which the internal state of an agent is described as 
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containing a set of mental components such as beliefs, capabilities, choices and commitments. This 

view has since been widely adopted in the development of agent theories which model the decision 

making process for intelligent agents. These theories attempt to resolve how a higher level rational 

goal-oriented behaviour can be achieved from an agent, through the representation and manipulation 

of mental state. AOP therefore offers the framework for developing a class of programming languages 

to turn these theories into practice. 

The Agent Factory Agent Programming Language Version 2.0 (or AFAPL2 for short) represents one 

such AOP language implementation and offers the most mature platform for the development of 

agents capable of mentalistic reasoning within the Agent Factory framework. It has been employed 

successfully to date in the development of prototype systems for a number of domains including 

robotics, mobile computing, virtual and mixed reality, wireless sensor networks and information 

retrieval, and will be used for the first time in the workflow domain as part of the work for this paper. 

The AFAPL language itself is based on a multi-modal logic of commitment derived from four 

components:  

¶ beliefs about the current state of the world 

¶ plans defining possible courses of action an agent can take 

¶ commitments specifying the courses of action an agent has agreed to undertake 

¶ commitment rules defining the conditions and constraints under which commitments can be 

adopted 

 

Sensing of an AFAPL agents environment and manipulation of its mental state is also supported by 

some Java-based components which can be plugged into the agent declaratively 

¶ perceptors responsible for periodically sensing the agentôs environment, transforming these 

inputs into beliefs which can be matched against the AFAPL agents rules. 

¶ modules which behave as internal data structures or repositories for use by the agent 

¶ actuators responsible for encapsulating primitive actions, used alone or as part of more 

complex plans by the agent in order to affect its environment 

 

At any point in time, the belief set representing the mental state of an agent is derived by 

amalgamating three forms of beliefs: current; temporal and belief rules. Firstly a belief update 

function is performed to refresh current beliefs, based on perceptions of the environment, and 

temporal beliefs, representing beliefs that persist across more than one time point. At this point a 
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belief query function is performed which, as described by (Collier, 2002), uses belief rules to infer 

new beliefs through the application of inference rules such as Modus Ponens for deductive closure 

and Robinsons resolution rule for goal-based reasoning (Robinson, 1965). This belief management 

process is depicted further in Fig. 6 below. 

 

Fig. 6: Belief Management in AFAPL (taken from (Collier, 2008)) 

The agentôs belief-set essentially acts as an expert system representing the knowledge acquired by the 

agent. The second core function of an AFAPL agent is then to realise goal-based behaviour based on 

this knowledge. This is achieved through a meta-level process known as commitment management 

which is controlled through declarative rules which map belief criteria to commitments using 

commitment rules. The default strategy used in Agent Factory is known as single-minded 

commitment, an example of which follows: 

BELIEF(has(?food)) =>  

COMMIT(?self, ?now, BELIEF(true), eat(?food))  

 

Commitment management tackles a number of sub-processes beyond basic adoption of new primary 

commitments, including evaluating maintenance conditions on existing commitments; refining 

commitments to plans into additional secondary commitments; triggering the actioning of a 

commitment and failure handling.  
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This core execution algorithm empowers an AFAPL agent, centring on belief management and 

commitment management, thus allowing it to engage in pro-active, goal-based behaviour using a 

flexible, declarative, high-level language-based approach. 

Agent Factory Reactive Message Agent (RMA) 

The Reactive Message Agent (RMA) architecture represents a more recent addition to the Agent 

Factory toolkit, as an alternative to the deliberative architectures underpinning AFAPL(2) and 

ALPHA (AF-RMA, 2008),(AF-RMA, 2008b). The RMA architecture offers a pure java-based 

framework for the development of agents with the capability for flexible reactive behaviour to 

incoming stimuli originating from the agent communication channel or other external events. The 

RMA architecture is illustrated further in Fig. 7 below: 

 

Fig.7: RMA Architecture (taken from (AF-RMA, 2008b)) 


