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Abstract. Agent interactions play a crucia role in Multi-Agent Sys-
tems. Consequently graphical formalisms, such as Agent UML, have
been adopted that allow agent developers to abstract away from imple-
mentation details and focus on the core aspects of such interactions.
Agent Factory (AF) is a cohesive framework that supports the devel-
opment and deployment of agent-oriented applications. This paper in-
troduces the Visual Protocol Editor (VIPER), a graphical tool that allows
users to diagrammatically construct agent interaction protocols. These
protocols are subsequently realised through AF-APL, the purpose-built
Agent-Oriented Programming language that sits at the heart of AF. In
particular, we focus upon the design of interaction protocols using a
subset of Agent UML. To this end, we specify a number of tools and
an associated process through which developers can supplement these
protocols with application- and domain-dependant AF-APL rulesto cre-
ate useful agents that adhere to the protocol constraints.

1 Introduction

Agent UML (AUML) isalanguage and set of graphical formalisms geared towards the
design of agent oriented systems. It takesits primary inspiration from UML, a de facto
standard for object-oriented design, but also draws from other agent design frame-
works, e.g. MESSAGE [1], Gaia[17], Tropos [5]. One of the first areas of focus of the
AUML community was the specification of graphical conventions for describing agent
interaction protocols, i.e. sequence diagrams [10]. Due to the newness of the AUML
effort however there is still little in the way of actual agent development tools that
utilise AUML for specifying agent interactions. In [1] the authors of the MESSAGE
system propose its use to enhance their interaction modelling phase and thisis again
reiterated in [12] which describes its extension IGENIAS. [8] describes a system that
will generate code from AUML sequence diagrams. However, the code generated is
pure Java and, as the author admits, is not well equipped to capture certain semantic
elements of agent interactions and communication performatives. One approach to
capturing such semantics, which we advocate in this paper, is through the use of an



Agent-Oriented Programming (AOP) language. An additional issue with the above
solutions is that the source for the code generation process is a textual description of
aprotocol in a pre-defined notation and as such no graphical assistanceis provided to
the user. [15] has an early prototype of an AUML sequence diagramming tool that will
take a textual description of a sequence diagram and display a graphical version.
However once again the diagram may only be edited at the textual level. There are
other agent development systems that actually provide diagramming tools for agent
interactions that then link to code generators, e.g. AGIP [9], JVE [4]. These however
do not employ AUML and also generally produce code in common programming lan-
guages rather that more specialised AOP languages.

Therefore, this research aims to fill this gap by producing a suite of graphical tools
that allow users to develop agent interaction protocols using the AUML conventions,
which may then be realised as agent programs in an actual AOP language through a
process of user-driven code generation. While a number of AOP languages exist, e.g.
3APL [6] and AgentSpeak(L) [14], we focus upon generating code for the Agent Fac-
tory Agent Programming Language (AFAPL), an AOP language that sits at the heart
of the Agent Factory (AF) framework [2, 3, 11].

This framework delivers structured support for the development and deployment of
applications comprised of agents that are: autonomous, situated, socially able, inten-
tional, rational, and mobile [2]. To achieve this, AF combines: the AFFAPL program:
ming language; a distributed FIPA-compliant Run-Time Environment; an integrated
development environment; and an associated software engineering methodology. A
detailed explanation of AF is beyond the scope of this paper. Instead, we focus upon
two aspects: AFAPL and the visual agent programming tools that are delivered as
part of the Development Environment.

2 Agent Programming with AF-APL

AF-APL is a purpose-built AOP language that has been developed to support the
fabrication of agents. Asisusua for AOP languages, AF-APL agent programs com
bine an initial mental state (comprised of beliefs and commitments), with a set of rules
that define the dynamics of that mental state (known ascommitment rules). These are
joined by a plan library that may be populated with a number of partial plans describ-
ing potential courses of action. The syntax and semantics of AF-APL is based on a
logic of commitment, details of which may befoundin[2].

Beliefs represent the current state of both the agent and its environment. In AR
APL, this state is realised as a set of facts that describe atomic information about the
environment, and which are encoded as first-order structures wrapped within a belief
operator (BELIEF). For example, in a mobile computing application an agent may be
asked to monitor the users current position using a Global Positioning System (GPS)
device. The agent may generate a belief about this position that takes the form:
“BELIEF(userPosition(Lat, Long))” where Lat and Long are replaced by values for the
users latitude and longitude respectively. In AF, the actual values for the latitude and



longitude are retrieved directly from the GPS device by a perceptor unit, which con-
verts the raw sensor data into corresponding beliefs. The triggering of this perceptor
unit is part of a perception process, which is central to our strategy for updating the
beliefs of agents and is realised by triggering a pre-selected set of perceptor units at
regular intervals. The specific set of perceptor units to be used by an agent is speci-
fied as part of the agent program through the PERCEPTOR keyword.

Commitments represent the courses of action that the agent has chosen to perform.
That is, they represent the results of some reasoning process in which the agent
makes a decision about how best to act. From this perspective, commitment implicitly
represents the intentions of the agent. This contrasts with more traditional Belief
Desire Intention approaches [14,16] in which intention is represented explicitly and
commitment is an implicit feature of the agents' underlying reasoning process. This
aternative treatment of commitment is motivated by our goal of explicitly representing
the level of commitment the agent has to a chosen course of action. In ARAPL a
commitment is comprised of: an agent identifier (the agent for whom the commitment
has been made), a start time (before which the commitment should not be considered),
a maintenance condition (which defines the conditions under which the commitment
should not be dropped), and an activity (the course of action that the agent is commit-
ted to). Currently, an activity may take one of three forms: (1) an action identifier (i.e.
some primitive action that the agent must perform), (2) aplan identifier (i.e. an identifier
that can be used to retrieve a partial plan from the agents plan library), and (3) an ex-
plicit partial plan (i.e. partial plans can be directly encoded into acommitment).

Action identifiers are modelled as first-order structures where the parameters may
be used to customise the action. For example, the activity of one agent informing
another agent of something is realised through the “inform(?agent, ?content)” action.
Here, the ?agent parameter refers to the agent to whom the message is to be sent (their
identifier), and the ?content parameter refers to the content of the message. An exam
ple of an inform message can be seen in figure 2 below. Within AFAPL, actions are
realised through the triggering of an associated actuator unit. As with perceptor
units, actuator units are associated with specific agents as part of the agent program
through the ACTUATOR keyword. Actions can be combined into plans that form
more complex behaviours using one or more plan operators - currently there are four
plan operators: sequence (SEQ), parallel (PAR), unordered choice (OR), and ordered
choice (XOR). Plans can be stored within an agents internal plan library, where they
are distinguished from one another by a unique plan identifier.

Finally, commitment rules describe the situations, encoded as a conjunction of posi-
tive and negative belief literals, under which the agent should adopt a given commit-
ment. Animplication operator (=>) delimits the situation and the commitment.

AF-APL agent programs (actuators + perceptors + plans + initial mental state +
commitment rules) are executed upon a purpose-built agent interpreter. Specificaly,
the agent program is loaded into appropriate data structures inside the agent inter-
preter. Theinterpreter then manipulates these data structures through a simple control
cycle that encapsulates various axioms defined in the associated logic of commitment.
This cycle is comprised of three steps: (1) update the agents’ beliefs, (2) manage the



agents' commitments, and (3) check whether or not to migrate. Itisinvoked repeatedly
for the lifetime of the agent (at least whenever the agent is active).

/'l Perceptor & Actuator Configuration
PERCEPTOR i e. ucd. core. fipa. perceptor. MessagePer cept or;
ACTUATOR i e. ucd. core. fipa.actuator.|nformActuator;

| ACTUATOR i e. ucd. af | i te. act uat or. Adopt Bel i ef Act uat or ;

/1 Initial Mental State
ALWAYS( BELI EF( provi desServi ce(docRel ease)));

// Conmi tment Rules for DocService
BELI| EF(fi paMessage(request, sender(?agt, ?addr), subscribe(?svc))) &
BEL| EF( provi desServi ce(?svc)) =>
COW T(Sel f, Now, BELIEF(true), PAR(inform ?agt, subscribed(?svc)),
adopt Bel i ef (ALWAYS( BELI EF( subscri bed(?svc, ?agt))))));

BEL| EF( newDocument ( ?doc)) & BELI EF(subscri bed(docRel ease, ?agt)) =>
COW T(Sel f, Now, BELIEF(true), inforn(?agt, newDocunent(?doc)));

Fig 1. An Example AF-APL program for a World Wide Web (WWW) spider agent.

By way of illustration, figure 2 presents a fragment of AFAPL code from a WWW
spider agent that provides a service in which it informs subscribed agents of any new
documents it finds. This is realised through two commitment rules and one initial
belief. The first commitment rule states that if the agent receives a request to sub-
scribe to a service (identified by the variable “?svc”), and the agent believes that it
provides the service, then it dould commit to performing two a&tions in parallel
(specified by the PAR plan operator). The first action involves the agent informing
the requester that they have successfully subscribed to the service, and the second
action involves that adoption of a belief by the agent that the requester has been sub-
scribed to the service. The second commitment rule states that if the agent believes
that it has found a new document, and the agent believes that another agent (?agt) has
subscribed to the “docRelease” service, then it should commit to informing that agent
of the existence of the new document. Finally, theinitial belief that the agent adopts
on start up allowsthe agent to believe that it can provide the service “ docRelease”.

3 Applying AUML

A benefit of using a formal graphical language such as AUML for specifying agent
interactions is that there is a solid underlying formal model that may be used to ana-
lyse and validate the interactions developed. This forma model also serves to con-
strain and guide any visual tools that support the language. As shall be seen in sec-
tion 4, the system described in this paper uses such a model to manage how protocols
are constructed. Each VIPER protocol diagram has an associated protocol model that
stores the details of that protocol. The forma model serves to constrain what may be
included in the protocol and thus we will refer to it as the meta-model.

In the terms of thiswork an interaction protocol diagramis regarded as comprising a
set of visual components linked together by associations. For example in an AUML
sequence diagram a lifeline is associated with an agent role [10]. Therefore, a meta-



model in this context is comprised of a set of component types, a set of association
types and a set of constraints on how these components and associationsrelate. The
following meta-model is used to provide a subset of Agent UML.

Components:

Roles. These are used to specify a particular
agent instance, class or role acting within a
protocol. They are represented graphically as 1
rectangles containing text, see 1 infigure 2. e 2 RS 2
Threads These represent the thread of con- : {
trol for particular roles within a protocol. Each - ;ﬂ}z—
thread corresponds to a section of an AUML - :
seguence diagram lifeline and is represented
asavertical line, see5infigure 2.
Messages. These represent the asynchro-
nous messages that make up the interaction
protocols. They are sent as aresult of and re- I
sult in processing in Blocks. A message is
described by a horizontal arrow (2 in figure 2).
Concurrent Guards These are used to repre- Fig 2. Dependant components
sent a conditional guard on either a set of
concurrent messages or concurrent lifelines. Three classes of guard are allowed:
AND, OR and XOR. The component 3infigure 2illustrates an XOR guard.
Blocks. These represent the actual processing that takes place when sending and
receiving messages in the protocol and are represented as rectangular blocks (see
4infigure 2). When compiling agent designs from published protocols, it became
apparent that there might need to be some constraints upon the associations be-
tween blocks and messages. For example, there was the issue of whether a block
should be viewed externally as the change in state caused by sending a message,
or internally as the processing that resultsin such. If wetaketheinternal perspec-
tive, then any change in the ordering of messages within a block will have sub-
stantial consequences on any processing within that block, e.g. invalidating pre-
conditions. Therefore, to facilitate agent code generation it was decided that the
tool would implement a subset of AUML that enforced certain constraints on the
associ ations between messages and blocks. The constraints were as follows:
= |f ablock receives a message, then that message is received at the top of the
block. That is, in terms of processing, the message receipt is the first
act/event to be processed.
= |f ablock sends a message, then that message is sent at the bottom of the
block. That is, in terms of processing, the message sending is the final
act/event to be processed.
= A block may send at most one message and receive at most one message.
Sub-blocks. While block constraints solved some problems, they raised the issue
of how to handle messages sent within blocks in the traditional AUML notation.

agentzf | 1

FEn4 ()

T




One such exampleisarequest for clarification of an order asin figure 3. This con-
vention was simply too useful to be omitted for the sake of implementation efi-
cacy. Thisled to the introduction of the sub-block class of component. The sub-
block is identical in almost every respect to a block with the exception that it may
not be associated with any thread but rather is encapsulated within another block
(or another sub-block). Furthermore the relationship between sub-blocks and
messages is identical to that of blocks and messages. As such the insertion se-
quence example mentioned above could be represented using two sub-blocks: one
to send the request for clarification (s1) and another to receiveit (s2).
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Fig 3. Use of sub-blocks.

Null. Another decision made with this version of the tool was that there be no
un-associated components within the model. In order to capture the notion of
floating fragments a null component has been introduced. Therefore, when a
component is dis-associated from its parent component the newly un-associated
component is associated with the null component instead.

Root. Thisisthe parent component (in essence the canvas).

Associations:

Dependency. A dependant component isonethat is related (directly or indirectly)
to another component further down (temporally) that component’s thread of con-
trol. For example, in figure 2, the block b2 is directly dependent on the thread t2
and they are both indirectly dependent on the thread t1. The SCA only keeps ex-
plicit track of associations between directly dependent comp onents.

Anchored. When developing the meta-model it was decided that allowing com-
ponents to be dependent on more than one parent component was unsuitable. As
aresult a message sent from a block in one role to a block in a different roleis a
dependant of the sending block alone and forms an anchored association with the
receiving block. This captures the idea that the message belongs to the sender but
also has some relationship with the receiver. Anchored associations are weaker
than dependant associations and this is represented in the interface also. If a
message is moved so that it is no longer in contact (or anchored) with the receiv-
ing block then the association is dissolved.



- Encapsulation. A third class of association allowed by the meta-model is encap-
sulation. This captures the relationship between blocks and sub-blocks.

Constraints:

The meta-model also defines the constraints that describe how the components are
associated. For example, a component may only be dependant upon one other comp o-
nent, or a block may only receive one message. By altering these constraints the meta-
model and hence the type of protocolsit can represent can be customised.
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Fig 4. VIPER Agent Interaction Protocol Development Processes.

4  Visual Development of Agent Interaction Protocols

Visual development of agent interaction protocols within VIPER may be divided into
two distinct processes asillustrated in figure 4. Firstly thereisthe design phase where
a user graphically constructs a protocol diagram using the AUML sequence diagram.
The second phase is implementation and involves the user populating the protocol
with customised agent code, which together with code automatically generated to
reflect the protocol semanticsis compiled into useable agent designs.



4.1 Visual Design

The VIPER Protocol Editor (PE) is composed of three loosely coupled components: the
Model, the GUI and the Semantic Checker Agent. Thisis analogousto a Model View
Controller (MVC) architecture common in software engineering. The GUI is of course
the front-end that the user sees and interacts with (see figure 6), the Model acts as the
data store and the Semantic Checker Agent (SCA) implements the businesslogic. The
flow of control is as follows: Any non-cosmetic user updates to the protocol (i.e.
those that effect the Model) are forwarded from the Interface to the SCA. The SCA
then queries the current state of the Model and evaluates the user’s request in the
light of thisinformation and the constraints set down in the meta-model. If the request
is successful the Model is updated accordingly and the updated details are communi-
cated to the Interface component, which in turn displays the result to the user. In the
event of arejected request the Interfaceis also notified and can inform the user.

The system employs a component-based architecture with the flow of control be-
tween components being primarily event-based. One of the main design goals of this
incarnation of the system was to make it generic and easy to re-configure®. By adopt-
ing such a component-based model the system is not aslimited in terms of interchang-
ing components. The only requirement is that the components implement a single
method that allows them to receive the events. A wrapper class may even provide this
functionality. The components are not required to respond to events, only those that
hold special relevance to them and these can be handled at the component’ s leisure.

At the core of the system is the modelling language used to develop protocols.
This defines what protocols may be developed and how. For a particular modelling
language therefore the PE needs a meta-model (see section 3) in order to manage and
constrain the Model. Within thiswork, an agent known asthe SCA enforces the meta-
model constraints. To achieve this the SCA is supplied with the following tools: (i) a
Model Perceptor; (ii) a Tool Perceptor; (iii) various actuators for updating and query-
ing the model, e.g. addAssoci ati on, request Opti ons, saveProtocol , and (iv)
perceptors and actuators for parsing and interacting with the tool interface.

At every time step the model perceptor generates a set of beliefs that reflect the cur-
rent state of the protocol model, i.e. the current elements and associations between
them. The tool perceptor receives any user-requests made via the tool interface and
translates them into beliefs that can then (in conjunction with the model beliefs) be
used by the agent to decide the appropriate course of action. These decisions are
guided by commitment rules (see figure 5) that have been written to enforce the se-
mantic constraints laid down in the meta-model.

BELI| EF( associ at e( ?cltype, ?cl, ?c2t ype, ?c2, ?cl ass)) &

BELI EF( conp( ?c2, ?c2type)) & | BELI EF(assocCount(’702 7Assoc 7M) &

BELI EF( | egal (’)Assoc ?c2type, ?cltype, ?N, ?cl ass))

COW T( Sel f, Now, adopt Bel i ef (BELI EF(addAssoci at i on(7c1type ?cl, ?c2, ?class))))

Fig 5. Example Semantic Constraint Commitment Rule

Lnspired in part by the nascent state of the Agent UML specification.




Therefore, a developer would also be able to influence the tool behaviour and meta-
model semantics by editing the agent definition, i.e. through their choice of perceptors,
actuators and commitment rules.

4.2 Realisingthe Protocol: User-driven agent code generation

While a tool for the graphical design of protocolsis useful as avisual aid, what the
developer really needs in the end is agent code. The purpose therefore of the VIPER
Rule Editor (RE) (see figure 7) is for the user to graphically associate rules with the
various stages of a protocol. In order to achieve thisthey firstly need to be presented
with a graphical representation of the protocol. To this end the RE has a canvas that
displays the protocol diagram much as the PE has. As the user needs to interact with
some of the protocol diagram elements, these too are stored in the canvas in the same
fashion as the PE, with the exception that the protocol diagram is no longer editable.
The implementation processinvolves the following steps:

1. The protocol is loaded into the protocol model and an appropriate RuleSet
subclass is instantiated for each editable component, e.g. blocks. The par-
ticular RuleSet subclass is defined in the RE configuration file. This file is
analogous to the PE configuration file (section 6) and for every permitted
component specifies the RuleSet subclass and an associated EditorPanel
subclass.

2. The protocol model information is used to generate skeleton code (see figure
7) for the RuleSets.

3. Theuser fillsin the blanks in this skeleton code. When a user selects acom
ponent, its associated EditorPanel is displayed. Thisis aview on the under-
lying RuleSet and alows the user to review and manipulate any skeleton
and/or user-generated code stored in the RuleSet.

4.  When the user has finished editing the code they choose the compile option.
The RE then divides the protocol into the various roles and each role is com
piled from those RuleSets associated with its dependent components.

The following mappings are used in the skeleton code generation process:

- Blocksare mapped to Agent Factory plans. The user fillsin the blanks by enter-
ing actions or other plan names combined using the plan operators (section 2).

- Messages are in essence the pre- and post-conditions for the Block RuleSets.
However, in order to remove agents from the burden of storing every message re-
ceived and sent, the code generation process translates a message received/sent
event to a unique landmark. As these landmarks are updated by each event, the
agent need only retain the most recent landmark as that adequately reflects the
current state of the protocol. Note that as these landmarks act as the link between
protocol RuleSets the user is responsible for ensuring that any code they add
does not interfere with landmarks or their ordering. This rmay involve the user
having to add their own intermediate landmarks and suitable bridging code.



- Guards for concurrent messages or threads are mapped to a set of commitment
rules, one for each subsequent branch. These rules take the form of a pre-
condition with the previous landmark and a commitment to generate a landmark
that uniquely identifies the branch. For each rule, the user then adds any other
pre-condition terms needed to represent the guard.

5 Case Study

In order to highlight the operation and usage of VIPER we commission a simplified
FIPA query-if protocol asillustrated in figure 6. Asthe user edits the protocol diagram
the SCA constantly monitors their progress and guides them through the process. For
example, whenever the user selects a component the SCA is notified and uses the
information to provide an adaptive interface via contextualised menus. In terms of
this example therefore, when the user starts with a blank canvas (i.e. the current com-
ponent is the root component) the SCA updates the menus so that the user is only
presented with the option to add arole component.

When a user chooses to add a role (or any component) the following steps take
place. Firstly, the interface generates an event that the user wishes to associate a new
role with the current component (i.e. the root canvas). Note that from the interface
perspective all updates on the model take the form of adding, updating or removing
associations. If the component to be associated does not yet exist then it is created
by the SCA. Once the event has been generated it is picked up by the SCA Tool Per-
ceptor, which addsit to the SCA’s belief set. At the next deliberation cycle this belief
about the association request fires commitment rules that have the effect of checking
the feasibility of the user's request against the current state of the protocol model.
Factors taken into account are: the type of association; the type of components; any
existing associations involving either component; and the maximum associations of
the requested type allowed for these components. As aresult of this deliberation the
user’s request is either permitted or rejected and the SCA’s belief set is updated to
reflect this. In the case where the request is granted then the resulting belief causes
the agent to fire commitment rules that update the model and notify the tool interface
(viaevents) of the update in the protocol. The interface then uses this information to
update the graphical display, i.e. in this case adding the new role to the canvas. If
however, the user’'s request is refused, then the SCA sends a corresponding error
event to the interface. Thisevent can be used by the interface to display a contextual-
ised error message to the user.

Once arole component has been added the user can then edit its details by select-
ing it and entering details in the panel (specified in the configuration file) that appears
at the side of the GUI see figure 6. |If the user then reselects the canvas they are pre-
sented with the option to add additional roles. In this way we can insert the roles
needed for our example protocol asin figure 6.

Having established our roles the next step is to add lifelines and start to build the
protocol in earnest. When a user selects a role once again the SCA uses that knowl-



edge to contextualise the GUI. In this case the user is presented with the option to add
athread to therole. Once alifelineisin place the user can add a block. As described
in section 3, blocks represent computation within the protocol and result from and/or
result in the sending of a message. Therefore, when a block has been added the user
is free to add a message sent from that block, or to associate a message received with
the block. The latter is achieved by dragging the arrow of an existing message sent
from another block so that it intersects the block the user wishes to receive the mes-
sage. This triggers an association event and a process analogous to the one de-
scribed above. Asaresult the SCA either permits or denies the association formation.
In either case the interface displays the result to the user.
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Fig 6. Protocol Design Interface

To continue the protocol and begin anew block of computation the user selects the
final block along the given lifeline and adds a new thread after it and then a new block
to that thread. Thetool also incorporates features for deleting and dis-/re-associating
(groups of ) components. In thisway diagrams can be chopped up and re-organised as
needed, as long as the result is deemed semantically consistent by the SCA. (Groups
of) Dis-associated components are referred to as floating fragments and are associ-
ated with the null component by the SCA so as hot to corrupt the model.

When the protocol diagram is finished the user must save it before proceeding to
the next phase of development. Thisinvolves the interface notifying the SCA of the
filename chosen by the user and the SCA then using this to fire an actuator that out-
puts the model data to the appropriate file. In actuality there are two files created. It
was decided that rather than a single file with semantic and display information com+
bined, a better solution would be to decouple the graphical display information from
the actual protocol representation. This separation of concerns means that if the for-
mat of one changes it does not affect the other. While protocol diagrams are graphical



in nature, thisisreally just a convenience to assist developers. Therea power of them
is the actual protocol being represented, i.e. what messages are sent by and to whom
and when. Thisinformation should be independent of how exactly it is visually repre-
sented. Thefirst of these filesis the Protocol Diagram Definition file that contains the
information needed to build up the protocol model, i.e. components and associations.
The second file is the coordinatesfile. Thisfile storesthe coordinates and dimensions
of each component in the diagram and is used to position them when the protocol is
reloaded.
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Fig 7. VIPER Rule Editor Interface

Once the user has saved aversion of the protocol diagram they are happy with they
can begin the next phase of the development process. Asdescribed in section 4.2, the
RE is used to graphically associate rule sets with the blocks of computation in a proto-
col diagram. The code generator utilises the meta-model mappings detailed in section
3 and the protocol model information to generation the agent skeleton code. This
code is stored in the RuleSets and is used to frame the user-defined rules within the
constraints of the protocol diagram. Whenever a component is selected in the RE, the
information in the corresponding RuleSet is loaded and displayed. Continuing with
our example, the block of computation (b0) represented in figure 7 would result in the
illustrated skeleton code.

The user is now free to add their agent code to the designs. In order to do so they
select the component they wish to ascribe functionality to and use the displayed Edi-
torPanel to edit the code. For example, in figure 7 block b0 has an associated Editor-
Panel subclass that displays the agent code using a text -editor interface. A user could
add additional pre-conditions to determine when to send the query-if or include addi-
tional activities to be achieved before the message is sent. The pre-conditions are



specified using the ARAPL BELIEF construct. Activities are either primitive actions
or plans as described in section 2. The user also needs to explicitly specify a message
content for the placeholder ?cont ent or include pre-conditions that bind avalueto it.

When the user is ready, the final stage of the process is the compilation of the ac-
tual agent definition files. The compiler splits the combines the RuleModels into files
based on the roles they belong to in the protocol. Agent Factory users may then
compose these files into workabl e agent designs.

6 Discussion and Conclusions

In an attempt to increase system flexibility we utilize configuration files, rather than
hard-coding features and functionality. Two files are used to initialise the protocol
design system: the VIPER PE configuration file and the agent design. The latter
contains an AF-APL agent program (as specified in section 2), which is used to instan-
tiate the SCA. The former is used in configuring both the tool interface and the model.
It detailsin XML the types of components that may be added to the model and conse-
quently displayed by the interface. The following information is detailed for each
component type: (i) the name used to represent this type of component; (ii) the Java
class that implements the graphical component - this must be sub-classed from the
Model El enent class; (iii) any Java methods (and their corresponding arguments) that
are needed to initialise the component; (iv) the icon file (if any) to be used for menus
and buttons in the tool; (v) the event string to be fired when a new component of that
type is requested; (vi) the Java panel class (if any) that is used in the tool to display
and edit any component specific information, e.g. message sring and performative;
(vii) and any triggers that the component will need.

Using this information the tool can load component classes (using Java Reflection
API) and recognise the component events without them having to be hard-coded. In
this way simply editing the configuration file can change the type of diagram that may
be edited. The XML fragment below illustrates how a component is represented in the
constraints definition file.

<COMPONENT nane=' Message' >

<CLASS nane=' MessageConponent' package='PRI SM auni . tool . aip' >

<| NI T><METHOD nane=' set Type' ><ARG val ue=' Message' / ></ METHOD></ | NI T>

</ CLASS>

<I CON nane='arrowl. gi f' path='classes\\images\\'/>

<EVENT type=' dependency' />

<PANEL><CLASS nane=' MessagePanel ' package=' PRI SM auni . t ool . ai p' / ></ PANEL>

<TRI GGER><CLASS nane=' Dependant MessageTri gger' package='PRlI SM aun . tool ' /></ TRI GGER>

<TRI GGER><CLASS name=' Anchor edMessageTri gger' package='PRI SM aum .t ool '/ ></ TRI GGER>
</ COVPONENT>

Upon parsing some of the details from this file is also fed in to the SCA. The SCA
makes use of thisinformation to build up thelist of the componentsit can support and
any constraints related to them, e.g. the number of messages a control block can send.
In addition to component information, the configuration file also defines the types of
associations permissible by the meta-model. This (in conjunction with the component




information) allows adesigner to ater the semantics of the model by simply editing the
configuration file. A typical association would be represented in XML as below.

<ASSOCI ATI ON cl ass="dependency” type="output”™ conpl="Block™ conp2="Thread nmax="1"7>

This configurability will play alarge part in the evolution of the tool. The iteration
of the tool described here is based upon AUML sequence diagrams as they are pre-
sented in [10] and as such does not incorporate the newer features proposed in[7]. In
addition, as mentioned above, the meta-model only supports a subset of AUML. Cer-
tain features were omitted in this prototype in order to simplify the meta-model, ensur-
ing a focus could be placed on determining the links between firstly the meta-model
and the graphical model and secondly the protocol model and the agent design. So,
for example, features such as synchronous messages while supported graphically are
not supported by the meta-model as yet.

The next step in the development of the tool will involve augmenting the meta-
model to incorporate a fuller range of AUML features e.g. some of the newer features
proposed in [7] could play avery important role in the process of implementing proto-
cols using the RE. In particular, AUML sequence diagram constraints and actions
would alow protocol designers to include more implementation information within
protocol diagrams. However, it should be noted that in [7] there is no fixed format in
which these constraints and actions are to be specified. Therefore, automatically gen-
erating skeleton code would be impossible unless we constrained the VIPER Design
Tool to only accept certain supported formats. |f another format were used then the
onus would be on the developer to fill in the blanks.

This paper has introduced VIPER, avisual protocol editor, which has been success-
fully integrated into Agent Factory (AF). It provides partial tool support for the de-
sign phase of the AF Development Methodology. While VIPER automatically gener-
ates agent code skeletons, necessarily, the designer will need to customise fragments
within these. Notwithstanding this, VIPER surpasses previous visual toolsfor proto-
col editing in that code generation is more complete; it provides for richer expression
of semantic elements of agent interactions; it enforces a separation of concerns be-
tween the editing tool, the underlying semantic model, and the agent implementation
framework; and finally, it provides an adaptive user interface. VIPER currently pro-
vides the most complete AUML sequence diagram editing and code generation tool.
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